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Abstract
Since the discovery of the Josephson effect in 1962, the study
of superconducting circuits containing Josephson tunnel junctions
has become a major area of research in condensed-matter physics.
These devices display distinctly quantum-mechanical phenomena
such as tunnelling, superposition states and interference of probability amplitudes. Moreover, some of these phenomena are displayed at macroscopic scales, and thus these devices have been used
to explore the frontier between classical and quantum mechanics.
In this thesis, we describe the progress made towards setting up
an experiment to examine Landau-Zener transitions in the dynamics of a macroscopic quantum device known as the single Cooperpair transistor. These dynamics are closely related to the macroscopic quantum phenomenon of flux tunnelling in a slightly different device proposed by Friedman and Averin[15] in 2002. The
tunnelling of flux in the latter system can be conceptualized as geometric Aharonov-Casher interference between the tunnelling paths
of quanta of flux, and we hope to find indirect evidence of this interference in our experiment. The experimental work was carried
out both at Amherst College and the University of Massachusetts,
Amherst. We focus on the techniques and procedures for fabricating the circuit in our experiment, and the apparatus that has been
set up to take the necessary measurements.
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1
Motivation
Nearly a century has passed since the discovery of superconductivity. The
intervening years have seen the birth of quantum mechanics and its application to various phenomena—including superconductivity—in the physical
world, and despite its infamous strangeness, quantum mechanics has been an
immensely successful theory. In this chapter, we hope to give the reader a
sense for the kinds of quantum-mechanical effects that scaffold and motivate
our own experiment.

1.1

Historical overview

The phenomenon of superconductivity was discovered by H. Kamerlingh Onnes
in the University of Leiden in 1911. He observed that when a thin capillary
tube of mercury was cooled below a certain critical temperature Tc , its electrical resistance dropped abruptly to zero. By the time he won the Nobel Prize
in 1913, he had identified two other metals with this same property of perfect
conductivity below a material-dependent critical temperature.
In 1933, Walther Meissner and Robert Ochsenfeld observed that in the
presence of a magnetic field, a superconductor does not merely conserve the
flux linking it (as a perfect conductor would1 ) but rather expels the flux.
This has come to be known as the Meissner effect. Perfect conductivity and
perfect diamagnetism thus became the defining phenomenological features of
superconductivity.
In 1935, the brothers Fritz and Heinz London proposed two equations that
successfully described the basic aspects of superconductivity, but it wasn’t
until 1957 that a complete microscopic theory was put forth. Bardeen, Cooper
1

It is straightforward to show that a perfect conductor will only conserve flux: see, e.g.,
problem 7.42 in Griffiths’ textbook[19] on electrodynamics.
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and Schrieffer, collaborating at the University of Illinois, described[5] what is
now called the bcs theory of superconductivity. They posited the formation of
Cooper pairs of electrons below the critical temperature, which are the charge
carriers of the material in its superconducting state. These Cooper pairs are
bosons, and condense into the collective ground state. They predicted that a
minimum energy of 2∆(T ) is needed to break a Cooper pair into its constituent
electrons, where ∆(T ) is called the energy gap, and varies monotonically from
zero at T = Tc to something on the order of kTc at T = 0.
It was then shown[18] in 1959 that an earlier, somewhat different theory
of superconductivity proposed[17] by Vitaly Ginzburg and Lev Landau in the
Soviet Union was in fact a limiting form of the bcs theory. In the GinzburgLandau (gl) theory, superconducting electrons are described by a so-called
order parameter, a complex-valued function that may be thought of as the
quantum-mechanical wavefunction of the Cooper-pair condensate. In particular, the modulus-square of the order parameter gives the local number density
of superconducting electrons, and the phase associated with the order parameter maintains coherence over macroscopic distances. The phase φ and the
number n of Cooper pairs are conjugate variables, and hence conform to the
uncertainty relation,
∆n · ∆φ & 1.
(1.1)
The phase degree of freedom is particularly relevant to an effect described
in 1962 by Brian Josephson[23], then a young graduate student at Cambridge.
Josephson considered what are now called Josephson tunnel junctions: two
superconducting electrodes separated by a thin insulating barrier. From a
study of the tunnelling of electrons across the barrier, Josephson made two
predictions: first, that at zero voltage, a supercurrent, or persistent current,
I = Ic sin φ

(1.2)

will flow between the electrodes, where φ now is the difference between the
phases of the two electrodes; and second, that if a voltage V were applied
across the junction, then the phase difference would evolve as
φ̇ =

2e
V.
~

(1.3)

The constant Ic in eq. (1.2) is known as the critical current, and it is the maximum supercurrent that the junction can support. Note that in the presence
of a voltage V , the supercurrent I in eq. (1.2) will be an alternating current
of amplitude Ic and frequency 2eV /~.1 The Josephson effect is an important
1
Hence this is often known as the a.c. Josephson effect; similarly, the zero-voltage supercurrent is called the d.c. Josephson effect.

2

1.2 Berry’s phase
phenomenon in condensed-matter physics, and it is central to our experiment.
Equations (1.2) and (1.3) define the ideal Josephson junction; in chapter 2, we
describe the standard semi-classical model of a real Josephson junction, and
use this to construct the theoretical foundation for our experiment.

1.2

Berry’s phase

For the moment, we leave the arena of superconductivity and turn to a general
result in quantum mechanics that is particularly germane to our experiment.
Berry’s phase is a special case of the geometric phase, which arises when
the Hamiltonian of a system evolves adiabatically with time. The adiabatic
theorem may be stated as follows.1 Given a Hamiltonian H i with a discrete,
non-degenerate spectrum of eigenenergies, suppose that it evolves adiabatically
to some final form H f . If the system was initially in the nth eigenstate ψn of
the original Hamiltonian H i , then it will be carried to the nth eigenstate of
the new Hamiltonian H f , just picking up two phase factors:
Ψn (t) = eıθn (t) eıγn (t) ψn (t),
where
1
θn (t) ≡ −
~

Z

t

En (t0 ) dt0

0

is the dynamical phase in the usual phase factor that carries the time dependence in the Schrödinger picture, and

Z t
∂
0
0
γn (t) ≡ ı
ψn (t )
ψn (t ) dt0
0
∂t
0
is called the geometric phase.
Michael Berry considered the case in which the Hamiltonian evolves adiabatically and eventually returns to its original form.2 Suppose we express
the time-dependence of the Hamiltonian in terms of some parameters R1 (t),
~
~
R2 (t), . . ., RN (t), which we list as a vector R(t);
then H = H(R).
Berry
showed that if the Hamiltonian returned to its original form in time T , then
the system would acquire a net geometric phase
I
~
γn (T ) = ı hψn |∇R ψn i · dR,
(1.4)
1

Our derivation of Berry’s phase follows that of Griffiths[20].
Berry’s original paper[7] is reprinted in Ref. [30]. See also his interesting Scientific
American article[8].
2
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where ∇R is the gradient in parameter space. This is now known as Berry’s
phase, and is a manifestation of the anholonomy of the system.
Two classical analogues may serve to clarify this effect. First, consider
the case of parallel transport of a vector on a curved surface. Imagine that
you are an ant carrying a vector on a large sphere, and that you start at the
pole with the vector pointing in a certain direction. Carry the vector to the
equator of the sphere along a great circle, keeping it instantaneously parallel
along its journey. When you reach the equator, start travelling along the
equator while still maintaining the local orientation of the vector, until you
have traversed a quarter of the equatorial circumference; then return along the
short arc of the great circle connecting you to the pole. When you reach the
pole, you will find that the vector points in a direction perpendicular to its
original orientation, even though you kept the vector instantaneously parallel
to its previous orientation as you traversed the closed loop on the sphere. A
second, similar effect is that of Foucault’s pendulum: in this case, at non-zero
latitude, the plane of the pendulum precesses as the Earth rotates under it.
Each of these processes is non-holonomic in the sense that the system—the
vector or the pendulum—does not return its original state when transported
around a closed loop in parameter space; in the case of parallel transport, the
parameter space is just the three-dimensional Euclidean space in which the
sphere in embedded, but in general the parameter space is more abstract.
The canonical example of a geometric-phase effect in quantum mechanics
is the Aharonov-Bohm effect, discovered[1] many years before Berry’s abstract
formulation.
Here we have a particle constrained to move at a fixed ra~ created, say, by
dius from a cylindrical region of uniform magnetic field B
an infinitely long solenoid (see Fig. 1.1a). Now, although the magnetic field
~ (with
at the location of the charge is zero, the magnetic vector potential A
~ = B)
~ is non-zero. It was shown that when the charged particle traverses
∇× A
the closed loop, its wavefunction picks up a phase given by
I
Z
q
q
0
0
~ r ) · d~r =
~ · d~a0 = q Φ,
A(~
(∇ × A)
(1.5)
ϕAB =
~ C
~ S
~
where we have used Stokes’ theorem to convert the line integral into a surface integral, and Φ is the magnetic flux through the capping surface of the
particle’s path.
This result was surprising at the time, for it was thought that there could
be no electromagnetic effects in regions where both electric and magnetic
fields were zero. However, the vector potential evidently affects the quantummechanical behaviour of the particle. Aharonov and Bohm proposed an experiment in which a beam of charged particles was split into two streams that
together enclosed a region of magnetic field, and predicted that the two split
4
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(a)

(b)

Figure 1.1: Aharonov-Bohm and -Casher effects. In (a), a point charge
circles a cylindrical region of magnetic field; in (b), a magnetic moment circles
an infinite line of charge.

beams would acquire different phases as a result. Subsequent recombination
of the split beams should then result in interference effects. This was first
confirmed experimentally in 1960. In his original 1984 paper[7], Berry pointed
out that the Aharonov-Bohm phase may be derived as a geometric phase, in
which the parameter space is just Euclidean space, i.e., the charged particle
traverses a closed loop in physical space.
We must mention, as an important aside, that the phenomenon of flux
quantization arises in superconductivity as a result of the Aharonov-Bohm
effect. Consider a loop of superconducting material subject to an external
~ By the Meissner effect, there is no magnetic field inside the
magnetic field B.
superconductor, so by eq. (1.5), any Cooper pair in the superconductor picks
up a phase factor of 2eΦ/~ as the closed loop is traversed, where Φ is the flux
enclosed by the loop. But we demand that the wavefunction of the Cooper
pair be single-valued, so
2eΦ
= 2πn,
~

n ∈ Z,

whence Φ = nΦ0 , where we define
Φ0 ≡

h
~π
=
e
2e
5

(1.6)

1.3 A cultural tour
ab effect ac effect
q
λ
~
B
~µ
qΦ/~
µλ/h

electric component
magnetic component
phase acquired

Table 1.1: Duality of the ab and ac effects.

to be the flux quantum.
Closely related to the Aharonov-Bohm effect is the Aharonov-Casher effect,
proposed[2] in 1984 as a kind of “dual” to the Aharonov-Bohm effect. Here
we have an electrically neutral magnetic dipole µ
~ circling an infinite line of
charge of linear density λ (see Fig. 1.1b). There is of course a radial electric
field around the line of charge, but we assume that the particle is electrically
neutral.1 It was shown that in this case, the particle acquires a phase
ϕAC =

µλ
.
h

(1.7)

Table 1.1 summarizes the nature of the duality between the two effects;
note that the magnetic field in the ab effect may also be thought of as a thin
cylinder of magnetized material, which is just a line of magnetic dipoles. The
Aharonov-Casher effect was confirmed experimentally in 1989 using neutron
interferometry: a beam of neutrons was split and allowed to encircle a charged
metallic electrode, and then recombined to observe interference[10]. We will
see that the effects we hope to observe in our experiment can be conceptualized
as interference of ac phases.

1.3

A cultural tour

The purpose of this section is to briefly present to the reader a necessarily
incomplete selection of topics in contemporary physics that have arisen from
the study of superconductivity and, particularly, the Josephson effect. Some of
these have found applications in other areas of physics (see sections 1.3.1 and
1.3.2), while others address questions of a more fundamental nature (section
1.3.3). The experiment we propose falls in the latter category.
1

The Aharonov-Casher effect is in a way less surprising than the Aharonov-Bohm effect,
since it can be deduced within the framework of classical electrodynamics: if we move to
the reference frame of the neutral particle, then the effect is just that of the magnetic field
acting on the dipole. Many thanks to Professor Larry Hunter for pointing this out.
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(a)

(b)

Figure 1.2: SQUIDs. For obscure historical reasons, the circuit (a) is called
an r.f. squid, and (b) a d.c. squid. A Josephson junction is represented in
circuit diagrams by a cross.

1.3.1

SQUIDs

Superconducting quantum interference devices, or squids, consist of series of
Josephson junctions for which the terminal electrodes are joined together to
create an inductive loop (see Fig. 1.2). Most important for our purposes is the
d.c. squid, which essentially consists of two junctions in parallel. Interference
effects occur when this device is subject to an applied magnetic field. Before
we consider these effects, we need the concept of gauge-invariant phase[33].
In our discussion of the Josephson effect, we considered the phase difference
φ across the junction. This is not a gauge-invariant quantity, whereas the
persistent current I in eq. (1.2) is a measurable physical quantity, and hence
must be invariant under gauge transformations. This difficulty is solved by
defining a gauge-invariant phase
Z
2π
~ · d~s,
A
(1.8)
γ ≡φ−
Φ0
where the integration is performed across the junction; we then rewrite Josephson’s equation as
I = Ic sin γ.
(1.9)
Now, if we consider each junction in the d.c. squid separately and apply
this relation, the persistent current through each will vary sinusoidally with
the respective gauge-invariant phase, γ1 or γ2 . In the case of a d.c. squid
subject to an applied flux Φx , it can be shown1 that the phases are subject to
1

Tinkham[33] derives eq. (1.10); Ref. [27] derives eq. (1.11) in addition.

7
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Figure 1.3: SQUID critical current.

the constraint

2πΦx
mod 2π,
(1.10)
Φ0
and that as a consequence, the effective critical current of the squid loop is
γ1 − γ2 =

Ic,eff = 2Ic cos

πΦx
,
Φ0

(1.11)

assuming that the two junctions have the same critical current Ic . Note that
the total flux through the loop is
Φ = Φx + LIcir ,

(1.12)

where L is the inductance of the loop and Icir is the circulating current.
Fig. 1.3 shows the functional form of eq. (1.11). This forms the basis of
the squid magnetometer. This device is operated by gradually increasing
the bias current. When the bias current reaches the critical current, a voltage
appears across the junction. Near Φx = Φ0 /4, say, the critical current is highly
sensitive to changes in Φx , and so these magnetometers allow for a sensitivity
on the order of a few micro flux quanta (∼ 10−21 Wb).
Another application of the d.c. squid is that it can be used as a tunable
Josephson junction with effective critical current Ic,eff . Eq. (1.11) was derived
in the special case where the two junctions have the same critical current, but
in the general case, the effective critical current can still be modulated by the
external applied flux. We will return to this when we discuss the design of our
experiment.

8
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1.3.2

Superconducting qubits

Squids also find application in the burgeoning field of quantum computing.
At the heart of quantum computation is the idea of a quantum bit, or qubit,
which is essentially a two-level quantum system that can be put into a coherent superposition of the two states. Unlike the bit (the fundamental unit of
classical information), which is either |0i or |1i, the qubit can also be in an
arbitrary superposition of the two, α |0i + β |1i, and this greatly expands the
information-processing horizon.
There are three common implementations of qubits using Josephson junctions. We will focus on the so-called flux qubit. The reader is referred to Clarke
and Wilhelm’s review article[11] for a more comprehensive discussion.
A flux qubit typically consists of a superconducting loop with one or three
Josephson junctions. Hence an r.f. squid is one kind of a flux qubit. The
dynamics of an r.f. squid subject to an external magnetic flux Φx can be
described in terms of the total flux Φ that threads the loop: it is analogous to
that of a particle moving in the one-dimensional potential
#
" 
2
2πΦ
1 2π(Φ − Φx )
− βL cos
,
U (Φ) = U0
2
Φ0
Φ0
where U0 is a constant and βL ≡ 2πLIc /Φ0 depends on the inductance of the
loop and the critical current of the junction, and is on the order of unity for
most qubit applications.1 For Φx close to half a flux quantum, the potential
forms a double well about Φ = Φ0 /2 (see Fig. 1.4). Each well represents
distinct macroscopic flux states of the squid: the induced flux points either
up or down. Equivalently, the two wells correspond to two distinct persistentcurrent states, anticlockwise or clockwise.
The two states of our qubit, then, correspond to occupation of the left or
right well; we denote these as |Li and |Ri respectively. As Fig. 1.4 shows, the
qubit potential is symmetric when the applied flux is exactly half a flux quantum; small deviations from this value cause a tilt in the double-well potential.
It is customary to define


Φ0
ε ≡ 2Ic Φx −
2
as a measure of the tilt of the potential. Then for ε < 0, the left well is
energetically favourable compared to the right, while the opposite is true for
ε > 0; at ε = 0, we might expect that the states are degenerate (see Fig. 1.5a).
1
This is the potential that is used in Ref. [16]; see Grover’s thesis[21] for an elementary
derivation.
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(a)

(c)

(b)

Figure 1.4: Flux qubit potential. For βL = 7 we obtain a double-well
potential near Φ = Φ0 /2. The deviation of Φx from Φ0 /2 controls the tilt of the
potential: (a) Φx = 0.4Φ0 , (b) Φx = 0.5Φ0 , (c) Φx = 0.6Φ0 .

In fact, for ε ≈ 0, we can have the phenomenon of resonant quantum tunnelling
between the wells. It can be shown[21] that this results in a coupling term δ,
usually called the tunnel splitting, in the Hamiltonian of the system, which
lifts the degeneracy, creating an avoided crossing, or anticrossing (Fig. 1.5b).
The energy difference near this point is approximately
√
∆E = ε2 + δ 2 .
At the anticrossing, the system is in one of the superposition states
1
√ (|Li ± |Ri) ,
2

(1.13)

and this is the basis for its possible implementation as a qubit.

1.3.3

Testing fundamental quantum physics

Quantum mechanics has proved to be a phenomenally successful theory of the
microscopic world, but quantum-mechanical effects usually completely dissi10

1.3 A cultural tour

(a)

(b)

Figure 1.5: Energy levels of an r.f. SQUID. The degeneracy in (a) at
ε = 0 is lifted in (b) because of resonant quantum tunnelling.

pate at the macroscopic level. However, in 1981 Caldeira and Leggett[9] proposed a model of quantum dissipation that suggested that a system with many
microscopic degrees of freedom might in fact demostrate quantum behaviour.
There has since been a flurry of experimental work using various systems that
has confirmed this. Here we will discuss two experiments that use the Josephson effect to test some fundamental predictions of quantum mechanics at the
macroscopic scale.
Everyone knows of Schrödinger’s famous thought experiment involving a
cat in a superposition of dead and alive states. Such a superposition state,
often called a “Schrödinger-cat” state, had not been observed in a macroscopic
system until 2000, when Friedman et al.[16] and van der Wal et al.[35] independently reported having observed such a superposition state in a flux qubit.
The two groups used systems that were slightly different: one used a superconducting loop with one junction, while the other used three junctions. The
former is, of course, familiar to us from section 1.3.2.
The first group used a d.c. squid as a tunable junction in their flux qubit,
and used another d.c. squid as a magnetometer. They probed the energy
levels of the qubit using the process of photon-assisted tunnelling: after fixing the system at a particular value of ε using the external flux, they applied
microwave radiation and tuned the frequency until it was resonant with the
energy-difference between |Li and |Ri. There is then an appreciable probability that the system will be excited to the higher-energy state, which results
in a change in flux that is detected by the magnetometer. In this way, they
were able to trace the energy landscape (Fig. 1.5b) of the flux qubit, and also
prepare the system in one of the superposition states (1.13): a Schrödinger-cat
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state. They point out that this is a truly macroscopic state, both from the
point of view of persistent currents (about 109 Cooper pairs circulating around
the loop) and from that of flux states (they measured the difference in flux of
the two states at the anticrossing to be about 1010 Bohr magnetons).
The second, more recent experiment that we will mention concerns the
Bell inequality. We remind the reader of the famous epr paradox: suppose
we have two spin-half particles in the singlet state,
1
√ (|0, 1i − |1, 0i) ,
2
where |0, 1i means that particle A is in the “down” state and particle B in
the “up” state. The particles may be far apart, but we know that the measurement of one particle’s state immediately gives us the other particle’s state
because the two-particle state is entangled: the two particles always have opposite configurations. This appears to violate the principle of locality, that no
influence can propogate faster than the speed of light.
Einstein, Podolsky and Rosen claimed that the paradox would be resolved
if quantum theory incorporated some variables that were hitherto hidden.
However, in 1964 John Bell proved[6] that any local hidden-variable theory
is incompatible with quantum mechanics. In particular, he derived the eponymous inequality that must be satisfied by any local hidden-variable theory.
Many experiments have tested the violation of Bell’s inequality, but the first
such experiment that used a solid-state system came only recently. Ansmann
et al.[4] used two phase qubits—which are similar to flux qubits—as their
artificial spin-half particles. There were able to consistently put them in an
entangled state by means of an electromagnetic resonator, and then make a
measurement of the qubit states. Averaging over a sequence of some 34 million
runs, they were able to show that (the chsh version[12] of) Bell’s inequality
was violated.1 This provides further evidence that a macroscopic electrical
circuit like the phase qubit is truly a quantum system. Their experiment is
especially noteworthy because it overcame significant technical challenges in
the preparation, entanglement and measurement of two-qubit states.

1.4

Macroscopic tunnelling of magnetic flux

Consider a loop of superconductor in a magnetic field. By the Meissner effect, there will be no flux within the superconductor, and the flux enclosed
1
This experiment closed the “detection loophole” that commonly affects experiments
with entangled photons; however, the measurements were not made with true spacelike
separation, so the “locality loophole” still remains.
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Figure 1.6: Modified r.f. SQUID to observe AC interference. The
charge on the island (boxed) can be modulated by the gate voltage Vg .

is trapped inside the loop. Suppose now that the loop is interrupted by one
Josephson junction to form an r.f. squid and that the system is localized in
one of the double wells, say |Li, in Fig. 1.4b. Then a tunnelling event from
|Li to |Ri may be conceptualized as the tunnelling of flux out of the loop
“through” the Josephson junction.
In 2002, Friedman and Averin[15] proposed a modified r.f. squid in which
one might observe interference of flux tunnelling arising from the AharonovCasher effect. The squid consists of two closely-spaced Josephson junctions
with the “island” in between capacitively coupled to a gate voltage Vg (see
Fig. 1.6). Thus the charge on the island can be controlled using the gate voltage. Flux inside the loop can now tunnel through either of the junctions,
but the flux quanta pick up an Aharonov-Casher phase because of the charge
on the island;1 importantly, these phases will be different for the two tunnelling paths, allowing for the possibility of interference upon recombination.
Moreover, the ac phase depends on the gate charge that the tunnelling paths
encircle, and so the amplitude of flux-tunnelling interference can be modulated
by the gate voltage.
The squid system here is closely related to the device that we use in our
experiment, and the ideas discussed in this section are important motivation
for the experiment. We will return to them in section 2.6, but conclude here
by pointing out one aspect of the squid’s dynamics that will be an important
link between the two systems.
If the phase differences across the two junctions in Fig. 1.6 are φ1 and φ2 ,
then by the Aharonov-Bohm effect and the requirement of single-valuedness
1

The reader may well question the validity of the association here between the squid
island and the infinite line of charge in the ac effect. The apparent disparity arises from
the fact that our presentation of the ac effect was in three dimensions, while it is really a
two-dimensional effect with the line charge as a topological defect.
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of the wavefunction, we have
φ ≡ φ1 + φ2 =

2eΦ
2πΦ
mod 2π =
mod 2π.
~
Φ0

So far, we have discussed the interference effects in terms of the flux Φ, but
this suggests that we could equally well describe the dynamics in terms of φ.
This will be the crucial point in section 2.6.
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2
Theoretical Background
In this chapter we develop the basic theoretical foundation of our experiment.
We begin with a simple model of a single Josephson junction, and then consider
mesoscopic structures called islands in which we can observe single Cooperpair effects. This will lead us to the device in our experiment, the microwavedriven single Cooper-pair transistor, and we will examine various aspects of
the dynamics of this system.

2.1

The Resistively- and Capacitively-Shunted
Junction

In this section, we present the standard semi-classical model of a real Josephson
junction. Recall from chapter 1 that an ideal Josephson junction is a “weak
link” in a superconductor that obeys equations (1.2) and (1.3). The circuit
diagram for an ideal junction is a cross (Fig. 2.1a). It is useful to express the
critical current Ic that characterizes a junction in terms of an energy scale, so
we define the Josephson energy of a junction to be
EJ ≡

Φ0
~
Ic =
Ic .
2e
2π

(2.1)

A physical Josephson junction is modelled as a resistively- and capacitivelyshunted junction (rcsj), i.e., as an ideal junction with a capacitance C and a
resistance R in parallel (see Fig. 2.1c; the physical Josephson junction is often
represented as in Fig. 2.1b). The capacitance C stems from the geometric
configuration of the electrodes that form the junction. We can use Kirchhoff’s
laws to examine the dynamics of the rcsj. Suppose the circuit is biased by
a current I; then this current splits into three branches at the entering node,
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(a)

(b)

(c)

Figure 2.1: Josephson junction circuit diagrams. (a) The ideal Josephson
junction; (b) representation of a physical Josephson junction, of capacitance CJ ;
(c) a resistively- and capacitively-shunted junction.

passing through the junction, capacitor and resistor:
I = Ic sin φ + C

dV
V
+ ,
dt
R

where we have used Josephson’s equation (1.2)—with φ as the gauge-invariant
phase difference—for the current through the junction, and V is the potential
difference across the circuit. We can now use the other Josephson equation
(1.3) to eliminate V :
!
!
1 ~φ̇
~φ̈
+
.
I = Ic sin φ + C
2e
R 2e
Rearranging, and using the definition (2.1),


~
2e

2
C φ̈ =

~
~2
I − EJ sin φ − 2 φ̇.
|2e
{z
} 4e R

(2.2)

(∗)

From a dynamical standpoint, this differential equation describes the motion,
in φ-space, of a particle of mass ~2 C/4e2 subject to a net conservative force (∗)
and linear damping given by the third term. Accordingly, we consider the
16
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(a)

(b)

(c)

Figure 2.2: The tilted-washboard potential. The bias current controls the
tilt of the “washboard”: in these plots, the current is increased going from (a)
to (c).

potential associated with the conservative force:


~
U (φ) = −
Iφ + EJ cos φ .
2e

(2.3)

This is known as the tilted-washboard potential, for reasons that should be
clear from Fig. 2.2, where we plot the functional form for three different values
of bias current I. Qualitatively, the potential is a line with some sinusoidal
oscillations due to the cosine term. Hence the bias current, which is proportional to the slope of the linear term, controls the tilt of the “washboard.” The
washboard provides an intuitive picture of the dynamics of our system, for we
can imagine a particle moving in a gravitational field on a track with this
contour. Recall from eq. (1.3) that the “velocity” φ̇ of the particle is directly
proportional to the potential difference across the junction. If our particle is
stuck in a well in the washboard, its velocity is zero and so we expect that
correspondingly, the voltage in the circuit’s I-V characteristic will be zero. If
the particle is running down the well at constant speed, say, then the voltage
will be a non-zero constant. Note also that the kinetic energy associated with
this system is


1 ~2 C
1
φ̇2 = CV 2 ,
2
2 4e
2
which corresponds to the charging energy of the capacitor.
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(a)

(b)

Figure 2.3: I-V curve of an underdamped junction. The junction has a
hysteretic I-V curve. (Adapted from Tinkham[33].)

The damping of the system due to the third term in eq. (2.2) is measured
in terms of the quality factor Q, defined as
r
2eIc C
.
(2.4)
Q≡R
~
We will be concerned with the underdamped regime, when the capacitance
is large enough that Q > 1; we will also take T = 0 to neglect thermal
fluctuations, which might impart sufficient velocity on a particle to allow it to
cross a barrier in the washboard.
Fig. 2.3 qualitatively depicts the observed I-V characteristics of an underdamped junction in the absence of thermal fluctuations. First consider
Fig. 2.3a, where we gradually increase the bias current, increasing the tilt of
the washboard in the semi-classical picture. For I < Ic , the particle is stuck
in a well in the washboard and so φ̇ = 0, hence the voltage is zero. At the
critical current, the voltage jumps discontinuously to a non-zero value1 because the particle is now able to slide down the well. The velocity of the
particle increases linearly as we continue to tilt the washboard by increasing
the bias current. In this linear regime, the particle slides down the washboard
at its “terminal velocity”—and so with increasing “force” (i.e. bias current)
the terminal velocity increases linearly.
If we now start instead to decrease the bias current (Fig. 2.3b), the voltage
does not return to zero at the critical current, but continues to remain nonzero until it reaches a certain “retrapping current” Ir < Ic . This is explained
1
In fact, it jumps to the “gap voltage,” 2∆/e, where ∆ ≡ ∆(T = 0) is the zerotemperature energy gap.
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microwave radiation

(B)
(A)

(a)

(b)

Figure 2.4: Shapiro steps. (a) Microwave radiation effectively exerts an
oscillatory force on the particle. (b) This I-V curve was generated in a numerical
simulation of the microwave-driven rcsj, which we discuss in chapter 3.

in our model as the effect of the inertia of the particle, which allows it to cross
the barriers even as the washboard is tilted below the critical value. Since the
system is underdamped, inertia dominates the resistive drag.
The semi-classical model is also useful when we consider junctions driven
by radiation. In 1963, Sidney Shapiro described[31] an experiment in which
he irradiated a Josephson junction with microwave radiation, and observed
steps in its I-V curve. In our semi-classical model, the microwave radiation
has the effect of exerting an oscillatory force on our particle in the washboard
(Fig. 2.4a). When the bias current is sufficiently small—meaning that the
washboard is relatively flat—the particle is effectively stuck in a well in the
potential. However, if there is a driving force, then the particle may be knocked
out of the well.
Shapiro steps are explained in the context of this model as follows. Consider the first two jumps, marked (A) and (B), in Fig. 2.4b. As we increase
the bias current from zero to (A), the tilt of the washboard is sufficiently small
that the particle remains stuck in a well, even as it is driven by the microwave
radiation. Its mean velocity over a cycle of radiation is zero—it may oscillate
within the well—and so, following eq. (1.3), the average voltage is zero. At
(A), however, the washboard has been tilted enough for the particle to move
down the washboard one well at a time with every cycle of radiation. Correspondingly, the mean “velocity” is φ̇(1) = ω, where ω is the frequency of the
driving radiation. Moreover, the dynamics of the particle are phase-locked to
the driving force, so it maintains this same velocity as we increase the bias
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current to (B). Hence, using eq. (1.3), the first step corresponds to
V1 =

~
~
φ̇(1) = ω.
2e
2e

When we reach (B), we have tilted the potential enough for the particle to
jump two wells with every cycle of radiation. The mean velocity now jumps
discontinuously to φ̇(2) = 2ω. In general, the nth step in the I-V curve corresponds to the particle jumping n wells during one period of the driving force.
Hence the Shapiro steps fall at
Vn =

n~ω
,
2e

n ∈ Z+ .

(2.5)

The rcsj model provides a useful picture of the Josephson junction in
terms of classical dynamics, and we will return to it in section 2.4 when we
discuss Landau-Zener transitions. For now, we turn to a different situation,
which requires a quantum-mechanical treatment.

2.2

Small superconducting islands

Our discussion of the Josephson tunnel junction in the last section relied on
the assumption that φ can be treated as a semi-classical variable: that is,
it is well-defined in the sense that quantum-mechanical fluctuations in the
phase of the order parameter—arising from the uncertainty principle (1.1)—
are negligible. In a macroscopic sample, the number of Cooper pairs is very
large (∼ 1022 ), so the phase can be known with small uncertainty and still
conform to eq. (1.1). However, the device in our experiment is a mesoscopic
structure for which single Cooper-pair effects are all-important.
In the rcsj model, the (classical) expression for the total energy of an
isolated junction with zero bias current is
1
−EJ cos φ + CV 2 .
2
If n is the number of Cooper pairs passing through the junction, then it is
conjugate to φ, and so the quantum-mechanical operator is
n
b=

1 ∂
.
ı ∂φ

Using CV = 2en and making the correspondence between the classical energy
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and the Hamiltonian, we have
b = −EJ cos φb + 1 C
H
2



2e 1 ∂
·
C ı ∂φ

2

∂2
= −EJ cos φb − EC 2 ,
∂φ
where EC ≡ 2e2 /C = (2e)2 /2C defines the capacitive energy scale. This
demonstrates the manner in which we move from the classical picture to a
quantum-mechanical treatment.
Observing single-charge effects in small isolated junctions is experimentally difficult.1 We instead consider small superconducting structures, called
islands, that are isolated except for one or more weak links to other superconducting electrodes. The weak links are just tunnel junctions with low
capacitance and high resistance, and the electrodes may be thought of as
charge reservoirs. In such situations, the presence of single Cooper-pair effects
depends on two factors[33, ch. 7]:
1. The island’s charging energy,
EC ≡

(2e)2
,
2CΣ

(2.6)

where CΣ is the self-capacitance of the island, must be much larger than
kT , where T is the experimental temperature. This ensures that thermal
fluctuations do not average over charge numbers.
2. The total tunnelling resistance from the island to the reservoirs must
exceed the “quantum resistance”
RQ ≡

h
2e2

(2.7)

so that the system is not significantly affected by quantum fluctuations
in the particle number.
The simplest Cooper-pair device is known as the single Cooper-pair box
(scpb). It consists of an island connected to a superconducting electrode via
a Josephson junction, and biased by a voltage source Vg via a gate capacitance
Cg (see Fig. 2.5). The number n of Cooper pairs on the island (in excess of
electrical neutrality) is conjugate to the phase θ of the island. Since it is no
longer necessarily the case that the phase θ is localized, both of these variables
may equally be used to describe the system.
1

See Flees’s thesis[14, pp. 5–7] for a further discussion.
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Figure 2.5: The single Cooper-pair box. An island is linked to a superconducting reservoir via a Josephson junction. A capacitively-coupled voltage
source allows us to control the charge on the island.

The Hamiltonian of the scpb consists of two terms: one associated with
the charging of the island due to the gate and the other with the tunnelling of
Cooper pairs through the Josephson junction. The first of these is[13]
EC (b
n − ng )2 ,

(2.8)

where ng ≡ Cg Vg /2e is the charge, in terms of Cooper pairs, induced on
the gate by the voltage Vg , and EC is the charging energy mentioned above.
Following our discussion of the isolated junction, the second term is
− EJ cos θb

(2.9)

If |ni represents the state of the system in which it has n Cooper pairs on the
b
island, then because θb and n
b are conjugate, the operators e±ıθ have the effect
of raising or lowering the number of Cooper pairs by one:
e±ıθ |ni = |n ± 1i ;
b

so we can rewrite
cos θb =

 1X
1  ıθb
b
e + e−ıθ =
(|n + 1i hn| + |n − 1i hn|) .
2
2 n∈Z

Since the eigenstates |ni satisfy n
b |ni = n |ni, the full Hamiltonian in the basis
of charge eigenstates is
EJ X
b = EC (b
H
n − ng )2 −
(|n + 1i hn| + |n − 1i hn|)
2 n∈Z

X
EJ
2
(|n + 1i hn| + |n − 1i hn|) .
=
EC (n − ng ) |ni hn| −
2
n∈Z
22
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second

first

ground

Figure 2.6: Eigenenergies of the SCPB. The solid lines show the result of
diagonalizing the Hamiltonian (2.10) for the states {|ni : −4 ≤ n ≤ 4}, with
EJ = EC . The dashed lines show the eigenenergies in the absence of Josephson
coupling, i.e., EJ = 0.

The matrix representation of this Hamiltonian is sparse, since all the nonzero terms lie either on the diagonal or on the sub- and superdiagonal. In
particular, the terms associated with capacitive charging lie on the diagonal,
while the Josephson terms straddle the diagonal in a symmetric manner: in
this sense, the Josephson effect is said to couple adjacent charge states of the
island.
It is straightforward to numerically compute the eigenvalues of this Hamiltonian in a finite subspace of charge eigenstates. The spectrum is discrete,
and Fig. 2.6 shows the first three eigenvalues as a function of the gate charge
ng . The electrostatic energies of individual charge states |ni are given by the
parabolas (n−ng )2 , and these are indicated on the diagram as n = 0, 1, 2, . . .
These energies are 1-periodic in ng , and there are degeneracies at ng mod 1 =
1/2. Note that the Josephson coupling term has the effect of lifting these
degeneracies. In particular, we have anticrossing between the first and second
excited states at ng mod 1 = 0. We will see similar anticrossings in the energy
spectrum in our system, and will discuss the consequences in some depth.
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2.3

The single Cooper-pair transistor

Figure 2.7: The single Cooper-pair transistor. The island is linked to
two superconducting reservoirs via Josephson junctions.

The device we will use in our experiment is known as the single Cooper-pair
transistor (scpt), or Bloch transistor. This consists of an island linked to two
superconducting electrodes via Josephson junctions (see Fig. 2.7). This system
has two internal degrees of freedom, corresponding to the phase difference φ1
and φ2 across each junction; equivalently, we might use the conjugate variables
n1 and n2 , the numbers of Cooper pairs crossing each junction.
However, none of these is a good quantum variable, for they all tend to
undergo large quantum fluctuations.1 Instead, we use the phase difference
across the transistor and the number of excess Cooper pairs on the island:
φ ≡ φ1 + φ2

and n ≡ n1 − n2 .

The conjugate variables to these are
N ≡ n1 + n2

and θ ≡

φ1 − φ2
2

respectively.
The electrostatic component of the scpt Hamiltonian now consists of two
terms,
b )2
(2eN
EC (b
n − ng ) 2 +
,
2Cds
1

See Joyez’ thesis[24] for a longer discussion of this point.
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where Cds is the capacitance between the source and drain of the scpt, i.e.
across the entire circuit. If we assume that N is a semi-classical variable, then
for the second term, we have
(2eN )2
1
= Cds V 2 ,
2Cds
2
where V is the potential different across the circuit. The Josephson Hamiltonian also consists of two terms,
−EJ1 cos φb1 − EJ2 cos φb2 .
The treatment is simplified if we assume that EJ1 = EJ2 ≡ EJ ; we will address
the experimental implementation of this assumption in section 2.5. Then we
can rewrite this expression in terms of our phase variables as
φb
−2EJ cos θb cos .
2
Using eq. (2.2) again, the full Hamiltonian of the isolated scpt is
"
!
#
X
b
φ
2
b=
H
EC (n − ng ) |ni hn| − EJ cos
(|n + 1i hn| + |n − 1i hn|)
2
n∈Z
1
+ Cds V 2 .
2
(2.12)
Again, the spectrum of eigenvalues of this Hamiltonian is discrete and 1periodic in ng . The difference between this Hamiltonian and that of the scpb
b
is the presence of the dynamic factor cos(φ/2)
in the Josephson term, which
reflects on the additional degree of freedom of this system. It is useful to plot
the eigenenergies of the Hamiltonian as a function not just of the parameter
ng but also the dynamic variable φ; we will refer to this as the “energy landscape” of the system. It is important, however, to bear in mind that the two
quantities ng and φ are fundamentally different: one is a parameter that we
can tune (using the gate voltage Vg ), while the other is one of the dynamical
variables of the system.
Fig. 2.8 shows the energy landscape of the system for EC = 2EJ , plotted
by calculating the first three eigenenergies in a subspace of nine charge states.
The energies are again 1-periodic in ng , and are also 2π-periodic in φ. The
plot shows that charging effects—controlled by ng —do in fact influence the
dynamics of the system. Assuming, as in section 2.1, that thermal fluctuations
25
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Figure 2.8: Energy landscape of the SCPT. The lowest three energy
eigenvalues, calculated by diagonalizing the Hamiltonian for the states {|ni :
−4 ≤ n ≤ 4}, with EC = 2EJ .

are negligible, there are three energy scales that determine the dynamics of
the scpt: the Josephson energy EJ , the charging energy EC , and the zerotemperature superconducting energy gap ∆. Following Tinkham[33, §7.5.3],
we can distinguish three regimes based on the relative magnitudes of these
energy scales:
1. When EC  EJ , charging effects are unimportant, and we just have the
classical Josephson effect.
2. When EC  ∆, Cooper-pair phenomena are unimportant, and we only
see single-electron effects. For instance, we would not observe 1-periodicity
in ng (or equivalently, 2e-periodicity in the gate charge), which is a char26
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Figure 2.9: SCPT energy landscape in different regimes. Lowest three
eigenenergies, for EJ /EC on the order of (a) 10−2 and (b) 101 .

acteristic Cooper-pair effect.
3. For our purposes, the interesting regime is EJ . EC < ∆. As Fig. 2.8
indicates, we have a supercurrent that is modulated by the gate charge.
To illustrate these points further, in Fig. 2.9 we plot the energy landscape
for two other regimes of EJ /EC . In (a), EJ  EC , and we see that the
landscape delocalizes over the φ-axis. This indicates that φ is not a semiclassical variable in this regime: the term containing φ in the Hamiltonian
is negligible, and charge dynamics dominate. On the other hand, in (b) the
landscape does not change with ng , indicating that charging effects play no
role in the dynamics of the system.
Returning to the energy landscape of our regime (Fig. 2.8), note that if we
take slices of the plot at constant ng , we recover the washboard form of section
2.1 (albeit without the tilt). For EJ ≈ EC , we may treat φ as a semi-classical
variable and return to the tilted-washboard picture for intuition about the
system’s dynamics.
In particular, we consider the scpt biased by a current source I. As in the
rcsj model, this tilts the landscape about an axis parallel to the ng -axis. The
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total Hamiltonian for the current-biased scpt is
H = H0 +

~
Iφ + Henv .
2e

(2.13)

Here H0 is the Hamiltonian, given by eq. (2.12), of the isolated scpt, while
Henv is that associated with the interaction of the scpt with the external
shunting circuit. The remaining term is effectively a constant driving “force”
associated with the bias current.
Before we turn to a complete description of the circuit in our experiment,
we will discuss an important dynamical effect that occurs at avoided crossings.
We saw in section 1.3.2 that when plotted as a function of the flux detuning
ε, the first two energy levels of an r.f. squid contain an anticrossing at ε = 0.
In the scpt energy landscape, the first two energy levels are degenerate at the
set of points where ng mod 1 = 1/2 and φ mod 2π = π. If we take a slice at
constant ng close to ng mod 1 = 1/2, the plot of energy versus φ will contain
similar anticrossings at φ mod 2π = π. We will see that the system can make
transitions between the levels while passing through these anticrossings.

2.4

Landau-Zener transitions

In 1932, Lev Landau[25], Ernst Stückelberg[32] and Clarence Zener[36] independently published studies of the dynamics of two-level systems at avoided
crossings. Specifically, they considered an arbitrary two-level quantum sysb 0 (q) depends on some variable parameter q.1 It is
tem whose Hamiltonian H
assumed that the Hamiltonian has some symmetry so that its eigenenergies
are degenerate at some value of q, which we take for convenience to be zero,
and vary linearly in the vicinity of q. This is indicated by the dashed lines in
Fig. 2.10a; for a given value of q, the two levels are denoted |0i and |1i, with
b 0 is
primes added for q beyond the degeneracy point. We then assume that H
perturbed by some factor Vb that lifts the degeneracy at q = 0 in the resultant
b =H
b 0 + Vb . In the case of the r.f. squid, we saw that resonant
Hamiltonian H
quantum tunnelling had this effect.
Suppose now that the system is prepared in one of the states with q < 0,
say |0i, and that q increases with time. We are interested in finding which state
the system ends up in after we sweep through the anticrossing. Qualitatively,
we might expect this to depend on the energy difference between the two states
at q = 0, as well as the rate at which we sweep the parameter q. Indeed, the
adiabatic theorem (see section 1.2) partly addresses the latter: if we sweep q
adiabatically, i.e. slowly enough—and this can be made precise for any given
1

Our presentation here largely follows that in Refs. [21] and [28].
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(a)

(b)

Figure 2.10: Landau-Zener transitions in a two-level system.

Hamiltonian—then the system will remain throughout in the eigenstate with
the lower energy, and thus end up in |10 i.
The papers of 1932 derived a formula for the probability of making a diabatic transition, that is, a transition from |0i to |00 i or from |1i to |10 i. They
made the simplification that q varies linearly with time, and that the energy
separation between the two levels of the unperturbed Hamiltonian varies linearly with q, hence with time. If these assumptions hold, then the probability
of making a diabatic, Landau-Zener transition was shown to be


2π(∆E/2)2
,
(2.14)
PLZ = exp −
~v
where v is the time rate of change of the energy difference between the levels
(constant by assumption), and ∆E is the energy splitting at q = 0. This is
illustrated in Fig. 2.10b. Note that as we would expect, the probability goes
to zero as the energy splitting ∆E becomes large, and that the limiting case
v → 0 agrees with the conclusion of the adiabatic theorem.
In the scpt landscape, the parameter q corresponds to the variable φ,
which is really a dynamical variable but may be treated, in the semi-classical
picture, as a time-dependent parameter. The gate charge ng allows us to adjust
the energy splitting (corresponding to ∆E), which is small for ng close to 1/2
modulo 1. We will be concerned with Landau-Zener transitions between the
first two energy levels at such values of ng .
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island

flux-biased
d.c. SQUID

Figure 2.11: Circuit in our experiment. Current-biased scpt in which
one of the junctions is replaced by a flux-biased d.c. squid.

2.5

The microwave-driven SCPT

Fig. 2.11 shows the circuit that we will use in our experiment. It is essentially
a current-biased scpt, with one small modification. One of the scpt junctions is replaced here by a flux-biased d.c. squid. This gives us a junction
whose effective critical current (or Josephson energy) can be modulated by
the applied flux Φx . The two junctions in the d.c. squid are fabricated so
that nominally EJ1 ≈ EJ2 . Then following our discussion in section 1.3.1, the
effective critical current varies as depicted in Fig. 1.3.
Hence the flux bias will allow us to tune the effective Josephson energy
to equal that of the other junction, EJ , thus satisfying the assumption we
made while discussing the dynamics of the scpt in section 2.3. This is important, because any asymmetry between the two junctions of the scpt lifts the
degeneracies in the energy landscape.1
As we mentioned before, the bias current has the affect of tilting the energy landscape (see Fig. 2.12). Slices of the plot at constant ng give us the
1
Specifically, Berry[7] refers to a result, due originally to von Neumann and Wigner, that
for any Hamiltonian, it is necessary to fix three parameters in order to create an accidental
degeneracy, i.e., one that does not occur because of a symmetry. For the scpt, we require
that the two junctions have the same Josephson energy, and that ng mod 1 = 1/2 and
φ mod 2π = π.
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Figure 2.12: Energy landscape of the current-biased SCPT. The bias
current tilts the landscape. (Here we used I = 0.1eEC /~; as before, EC = 2EJ .)

tilted washboard form of section 2.1: Fig. 2.13 is a cross-section of the energy
landscape, taken at ng = 0.49. As we saw in the rcsj model, microwave
radiation has the effect of driving the particle to move along the washboard.
However, in this case we have the possibility of Landau-Zener transitions at
φ mod 2π = π. If we tune ng close to 0.5, the energy splitting at the lifted
degeneracy is small, meaning that PLZ is close to unity.
For the case where PLZ = 1, Landau-Zener transitions manifest themselves
in the doubling of Shapiro-step voltage in the I-V characteristics of the system.
As Fig. 2.13 illustrates, the particle now effectively jumps two wells at a time,
where before (in the absence of lz transitions) it would have jumped one well.
Hence all odd n in eq. (2.5) are now forbidden. The doubling of Shapiro steps
would be a signature of the occurrence of lz transitions in the microwavedriven scpt, and hence it is the first step towards modulating the Landau-
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Figure 2.13: Slice of the SCPT energy landscape. The dashed lines show
the particle making Landau-Zener transitions at φ = ±π.

Zener probability by tuning the gate voltage.1

2.6

Flux tunnelling revisited

In section 1.4, we considered an r.f. squid in which the single junction is
replaced by a single Cooper-pair transistor. We discussed the tunnelling of
flux quanta “through” the Josephson junctions, and mentioned the possibility
of path-interference due to an Aharonov-Casher phase acquired by virtue of the
charge on the island. In this section we will first make these ideas somewhat
more precise, and then compare this modified r.f. squid with the microwavedriven scpt in our experiment.
We assume that the junctions in the squid have the same Josephson energies, and that the squid has only two metastable flux states, i.e., that is it described by a double-well potential (see Fig. 1.4). For the case where EC  EJ ,
Friedman and Averin showed that the tunnel splitting (see Fig. 1.5) varies as
∆E = E0 cos(ng π),
where ng is the number of excess Cooper pairs on the squid island. Since flux
1
The doubling of Shapiro steps was in fact noted by Joyez in his doctoral thesis[24],
though the phenomenon has not, to the best of our knowledge, been reported in the journal
literature or further investigated.
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tunnelling corresponds to a transition from |Li to |Ri (or vice versa) in the
double-well picture, tunnelling is suppressed at ε = 0 when ∆E = 0, i.e., when
ng mod 1 = 1/2. This result was then shown to hold for arbitrary values of
EC /EJ .
At the end of section 1.4 we pointed out that the dynamics of the squid
might be described in terms of the total phase difference φ across the two
junctions. A flux-tunnelling event in this picture corresponds to the phase
“slipping” discontinuously. Turning to the microwave-driven scpt, the total
phase difference φ across the two junctions is now related to the voltage—
rather than the flux—by Josephson’s equation (1.3), which we may write for
our purposes as
2e
∆φ
= V.
∆t
~
A phase slip here corresponds to a change ∆φ = 2π for every cycle of radiation,
i.e. ∆t = 2π/ω. Hence the potential difference changes abruptly by
V =

2π~
~ω
ω
=
=
Φ0 ,
2e(2π/ω)
2e
2π

which is precisely the Shapiro voltage spacing. Hence we can associate flux
tunnelling events in the modified r.f. squid with Shapiro steps in the I-V characteristics of the microwave-driven scpt. Moreover, whereas flux tunnelling
was suppressed for ng mod 1 = 1/2 in the squid as a result of ac interference,
we see Shapiro step-doubling—or the suppression of odd-numbered steps—
with Landau-Zener transitions. In this sense, the observation of Shapiro stepdoubling would confirm the phenomenon of Aharonov-Casher interference of
flux quanta tunnelling through the junctions.
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3
Numerical Simulations
We saw in section 2.1 that a single Josephson junction may be treated semiclassically as a system that obeys the relatively simple dynamical equation (2.2).
This differential equation is easily solved numerically, and the system’s I-V
characteristics may be obtained by solving this equation for different values of
I, and using Josephson’s equation (1.3) to find the voltage from the “velocity”
φ̇. This was our starting point in the summer of 2009, when we began by
modelling the rcsj using Mathematica. We then attempted to simulate the
scpt in our experiment, extending the model of the microwave-driven rcsj as
discussed below. When we reached the end of the summer, we found that our
Mathematica programs appeared to produce reasonable results, but it usually took a surprisingly long time for the programs to run. We subsequently
returned to modelling later in the year and implemented the same model in
Matlab, using some numerical techniques that improved the speed at which
the programs ran. We also attempted to incorporate Landau-Zener transitions
in our model. In this chapter, we will discuss the modelling procedure and include some of the results obtained that are relevant to our experiment; some
of the Matlab code is included in Appendix A.

3.1

The single junction

Recall from section 2.1 that the dynamical equation for a single Josephson
junction in the semi-classical model is
 2
2e EJ
φ̇
2e
sin φ −
.
φ̈ = I −
~
~
C
RC
In the rcsj model, microwave radiation has the effect of exerting an oscillatory
force on the particle, so for the microwave-driven rcsj, we include a term
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A sin ωt on the right-hand side of this equation, where A is the amplitude of
the ac drive current, and ω is the frequency of radiation.
In this chapter, we will use the reduced current
i≡

2e
I,
~C

and the constants

a≡

2e
~

2

EJ
2e
=
Ic
C
~C

and Q ≡ RC,

so that the dynamical equation for the microwave-driven junction may be
rewritten as
φ̇
(3.1)
φ̈ = i − a sin φ − + A sin ωt.
Q
When we began working on these simulations in Mathematica, we solved this
equation using the NDSolve command. Plots (a) and (b) in Fig. 3.1 show the
solution φ(t) and the derivative φ̇(t) respectively for a specific set of parameters
and current i. Note that in this case (with small damping Q), the dynamics
of the rcsj “phase lock” very quickly to the driving radiation: that is, φ̇(t)
quickly settles to be τ -periodic (where τ ≡ 2π/ω), with only a small transient
oscillation near t = 0.
For a given value of i, the potential difference across the junction is found
using Josephson’s equation,
~
(3.2)
V = hφ̇i,
2e
where the average is taken over one cycle of the driving radiation.1 Hence we
examine the I-V characteristics of the system by plotting hφ̇i versus i. The
average hφ̇i is taken after the system has settled down to its steady state; that
is, we must take care to exclude the transients near t = 0. If we assume that
an integer n is large enough that the system is in the steady state at t = nτ ,
then
Z
1 (n+1)τ
φ((n + 1)τ ) − φ(nτ )
hφ̇i =
φ̇(t) dt =
τ nτ
τ
In this way, the average velocity hφ̇i is calculated from the solution to the
differential equation. Plot (c) in Fig. 3.1 shows the result of solving the differential equation for 0 ≤ i ≤ 2 and computing hφ̇i—as expected, we obtain
Shapiro steps. Note that the value of hφ̇i that corresponds to the Shapiro step
voltage ~ω/2e is just ω.
1

In practice, to improve accuracy, the average is taken over several cycles.
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(a)

(b)

(c)

Figure 3.1: Simulation plots for the RCSJ. The parameters we used here
were a = 1, Q = 1, A = 1.5, ω = 0.2. (a) and (b) were plotted by solving the
differential equation with i = 0.5.

3.2

Modelling the SCPT

We saw in chapter 2 that the dynamics of the scpt exhibit some distinctly
quantum-mechanical phenomena, such as Landau-Zener transitions. We would
like to extend the semi-classical model of the rcsj described above to the scpt,
but the path is rather thorny. First, as we pointed out in section 2.3 the scpt
has two internal degrees of freedom; as we will see, we solve the dynamics for
each degree of freedom separately. Recall also that if we take slices at constant
ng in Fig. 2.12, we obtain a tilted washboard for the ground-state energy level;
there are the higher energy levels in addition, but we will only be concerned
with the first two.
The way we approach the problem is to exclude the term a sin φ in eq. (3.1),
which is associated with the rcsj washboard potential for zero current bias.
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We replace it with the analogous quantity for the scpt energy landscape,
namely
∂
f (φ; ng ) ≡
E0 (φ, ng ),
∂φ
where E0 is the ground-state energy level in the scpt energy landscape for
zero bias current (see Fig. 2.8). This is effectively the solution for the θ degree
of freedom. The dynamical equation for the microwave-driven scpt in this
model is then
φ̇
(3.3)
φ̈ = i − f (φ) − + A sin ωt.
Q
To plot the energy landscapes in chapter 2, we numerically computed the
eigenvalues for the representation of the Hamiltonian (2.12) in the subspace
{|ni : −4 ≤ n ≤ 4}. This is a 9 × 9 matrix with entries


φ
2
Hij = EC (n − ng ) δij − EJ cos
δi,j±1 .
2
We neglect the final term in eq. (2.12) because the capacitance CΣ associated with the φ degree of freedom is larger than Cds , that associated with
θ. Since capacitance plays the role of mass in the dynamics, this means that
system equilibrates quickly in the θ degree of freedom, and so the dynamics
are determined by just the φ-terms in the Hamiltonian.
The energy eigenvalues for this matrix can then be computed using a builtin command in Mathematica or Matlab.1 The derivative of the eigenenergies
is computed numerically as a centred difference:
f (φn ) = E0 0 (φn ) =

E0 (φn+1 ) − E0 (φn−1 )
,
2hφ

where the domain 0 ≤ φ < 2π is discretized in steps of hφ to produce the
points {φi }. Since the energy landscape is 2π-periodic in φ, we can use these
values to calculate f (φ) for any φ.
We are now ready to numerically solve the differential equation (3.3). In the
Matlab programs in Appendix A, we use the standard fourth-order RungeKutta method to obtain φ(t) and φ̇(t). Fig. 3.2 shows some sample results we
obtain.2 Here we vary the ratio EJ /EC from 10−2 up to unity. The Shapiro
1
In fact, the eigenenergies of this Hamiltonian can be calculated analytically in terms of
special functions called the Mathieu functions (see Ref. [13]), but we found the numerical
approach to be more efficient.
2
There are actually two plots in Fig. 3.2, with red and blue markers. These correspond
to two different methods we used to check whether the system had reached the steady state
in calculating hφ̇i. Both methods give basically the same results—the red points happen to
cover the blue ones where they overlap.
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(a)

(b)

(c)

(d)

Figure 3.2: Simulation plots for the SCPT. Results of solving the differential with EJ /EC equal to (a) 0.01, (b) 0.3, (c) 0.6, (d) 1. The other parameters
were Q = 1, A = 1 and ω = 0.2.

steps become more distinct as EJ approaches EC . This illustrates the manner
in which the simulations are useful: they allow us to vary one of the parameters
and observe the effects on the I-V characteristics of the system. However, in
order for them to be directly relevant to our experiment, we need to account
for Landau-Zener transitions, which can significantly alter the dynamics of the
system.

3.3

Modelling Landau-Zener transitions

This section is a description of work in progress: we recently attempted to
incorporate Landau-Zener transitions in the semi-classical picture, but the
results we have obtained so far do not agree with what we expect. We will
describe our model of Landau-Zener transitions and the results obtained, and
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(a)

(b)

(c)

Figure 3.3: Effective energy for LZ transitions. For the special case
ng = 1/2 and PLZ = 1, we can concatenate the first two energy levels (a) and
(b) to form the effective potential (c).

speculate on how the model might be fixed.
We begin with a simple model of Landau-Zener transition for the special
case ng = 1/2 and PLZ = 1. Note that for ng = 1/2, there are degeneracies in
the energy landscape, Fig. 2.12, at φ mod 2π = π. Plots (a) and (b) in Fig. 3.3
show the first two energy levels, E0 and E1 respectively, for ng = 1/2. If we
further assume that PLZ = 1, then the particle makes a transition between the
levels every time it arrives at a degeneracy point. So we can define an effective
potential energy piecewise:

E0 (φ), if φ ∈ [0, π) ∪ [3π, 4π)
E01 (φ) =
E1 (φ), if φ ∈ [π, 3π)
This function is plotted in Fig. 3.3c; it is continuous, differentiable and 4πperiodic in φ. Because of this effective doubling of periodicity, we obtain the
doubling of Shapiro steps (see Fig. 3.4a). There are still some steps at odd
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values of hφ̇i, but these are much less pronounced than the even ones.
The next step was to try to extend this to arbitrary PLZ , and we modelled
it as follows. Essentially, in our model the system no longer evolves under the
same differential equation with time; rather, the term f (φ) in the differential
equation (3.3) depends on which of the two energy levels is instantaneously
occupied. As the system evolves with time, our program continuously checks
to see if it arrives at a degeneracy point. If it does, then the program generates
a random number, and if this number is smaller than PLZ , then it begins to
use the derivative E1 0 (φ) (for the next step in the Runge-Kutta iteration) if it
was originally using E0 0 (φ), or vice versa.
The natural way to test if this method works is to set PLZ = 1 and see
if it reproduces the result produced by the method of concatenating the energy levels described earlier. However, we found that the plot of hφ̇i versus i
obtained by the second method did not really match that from the first (see
Fig. 3.4b). We do see steps at the even-integer values of hφ̇i/ω, but there are
some steps at odd values in addition, and unlike those in Fig. 3.4a, they are
of comparable size.
One of the issues that may cause a problem in the program is that the
derivatives E0 0 and E1 0 are ill-defined at the degeneracy points. We attempted
to address this issue by artificially defining the value of the derivative at these
points, but found that it did not make a difference. Another approach that we
have not had the time to pursue is to examine the solutions φ(t) and φ̇(t) in
each method at a value of i for which they disagree. This might provide some
insight into precisely what causes the two methods to differ.
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Figure 3.4: Doubling of Shapiro steps. Plot (a) shows the doubling of
Shapiro steps, obtained when the energy levels are concatenated to create a
4π-periodic effective potential energy. Plot (b) was produced by the program
that uses random numbers at degeneracies to model Landau-Zener transitions.
The parameters in both cases were ng = 0.5, A = 1, ω = 0.2, Q = 1. (The two
differently-coloured markers refer again to two different methods of checking
whether the system is in the steady state for calculation of hφ̇i; again, these are
in good agreement.)
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4
Experimental Design
Although the project is still young, the progress that has been made towards
setting up the experiment is the result of the efforts of several people. Experimental work began in autumn 2006, when Yiming Chen of the graduate
program in physics at the University of Massachusetts, Amherst, took up
the project under the supervision of Professor Jonathan Friedman. Dylan
Bianchi ’09 and Rachel Ruskin ’10 worked on designing some of the circuitry
for the experiment in the summer of 2007. Max Urmey ’09 extended their
work and built parts of the probe in his senior thesis project in 2008–09. I
began working on the project in the summer of 2009. The experiment will
eventually take place in a dilution refrigerator located in Hasbrouck Laboratory at the University of Massachusetts, but so far we have had the benefit of
being able to use the resources both of Amherst College and of the University
of Massachusetts.
In this chapter, we will begin by giving a broad outline of the experimental
setup, describing how we plan to realize the experiment. We will then describe
in more detail those aspects of the experiment that have been the primary
concern of our efforts in the past year.

4.1

Overview

In section 2.2, we said that superconducting islands were mesoscopic structures. More specifically, the island in our experiment will have dimensions of
about 1 µm × 0.5 µm × 15 nm. The dimensions of the junctions are about
one order of magnitude smaller. As we will see, these dimensions are determined by the requirement we mentioned in section 2.3, that we must have
EJ . EC < ∆ in order for us to observe both charging and Cooper-pair effects.
The nanofabrication methods that we describe in section 4.2 allow us to form
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Figure 4.1: Schematic diagram of the probe. (See also Fig. 4.11 in
Urmey’s thesis[34].)

structures of these dimensions on a silicon substrate; macroscopic leads are
also formed on the substrate to provide electrical access to the structures. We
will also discuss the technique used to form Josephson junctions—which, the
reader will recall, are thin (∼ 1 nm) insulating barriers sandwiched between
superconducting layers.
It is essential that we are able to cool the circuit to a temperature low
enough that thermal fluctuations do not wash out the quantum-mechanical
effects. (Indeed, in building the theory of the microwave-driven scpt in chapter 2, we assumed throughout that T = 0.) The superconducting energy gap
∆(T ) sets the scale for thermal fluctuations, so we require kT  ∆(T ), where
k is Boltzmann’s constant. In the bcs theory, if T . Tc /2 then we have
∆(T ) ≈ ∆(0) ≈ 1.76kTc .

(4.1)

We will deal exclusively with aluminium, which has Tc = 1.2 K.1 Hence we
need
∆(0)
= 1.76Tc = 2.1 K.
T 
k
Helium dilution refrigerators are capable of achieving temperatures on the
order of 10−2 K; we plan to use the KelvinoxTLM model dilution refrigerator
manufactured by Oxford Instruments. This is a “top-loading” fridge: the
sample is mounted at the end of a long (∼ 2.6 m) probe (see Fig. 4.1), which
is lowered into the refrigerator. The end of the probe thus enters the mixing
chamber, which contains a mixture of 3 He and 4 He at a temperature of a few
millikelvin. The cooling process works as follows[29]: the isotopes 3 He and
4
He are relatively immiscible at subkelvin temperatures, and in the mixing
chamber 3 He absorbs heat by continuously dissolving in 4 He. It then diffuses
1

Actually, thin films of aluminium have a slightly larger Tc , typically between 1.5–1.6 K.
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through the superfluid 4 He upward to another chamber called the still via a
heat exchanger, where it is heated to evaporation. The gaseous 3 He is then
compressed and recooled in a separate bath of 4 He and sent back through a
heat exchanger to the mixing chamber.
The silicon chip1 on which the circuit is fabricated is glued to a printed
circuit board (pcb) (surface dimensions 1.9 cm × 2.3 cm) whose pads are
connected to male pins on the board via low-pass rc filters. The leads written
on the chip are wire-bonded to the pads of the pcb. The pcb pins mate with
female pins on a stage made of Delrin, which is screwed on to the cell cap at
the end of the probe. A can made of high-purity aluminium is screwed on to
the cell cap to cover the assembly. The “sample cell” formed by the can and
the cap is submerged in the mixing chamber when the probe is in the dilution
refrigerator, and this behaves as a superconducting Faraday cage that expels
external electromagnetic fields. There are two small waveguide holes drilled in
the cell cap in order to allow superfluid helium to enter the sample cell when it
is submerged in the mixing chamber, cooling the circuit to about 10 mK. The
waveguide holes are of diameter 0.742 mm, and thus they attenuate frequencies
lower than
c
≈ 0.8 THz;
(0.742 mm)/2
hence the sample is protected from low-frequency signals.
Wires are included in the probe to provide electrical access to the circuit
from outside the refrigerator. It is important that the circuit is electromagnetically isolated from the ambient environment, so various filtration techniques
are used. Thermocoax cables, which provide good high-frequency filtration,
are soldered onto holes on a brass plate in the cell cap. Copper wires lead
from the opposite side of the plate to the pins of the Delrin stage in the sample cell. The thermocoax cables loop once and are then connected to twisted
pairs of wires, which lead up to a connector at the head of the probe (again,
see Fig. 4.1); these twisted pairs behave as distributed low-pass filters. For
a more detailed description of the design of the probe, including the various
electrical connections, we refer the reader to Urmey’s thesis[34].
An Oxford Instruments filter box consisting of a Butterworth filter connects
to the probe head, and the output of this filter box is connected to a basic
breakout box. All the electronic apparatus that we describe in sections 4.5 and
4.6 connects up to this breakout box, and thus to the circuit in the sample cell
at the bottom of the probe.
The microwave signal is sent down the probe via a separate line, since all
the low-pass filters on the other line would attenuate this signal. The key com1
The substrate is made of silicon, but has a thin insulating coating of silicon oxide. It
has surface area of approximately 1 cm × 1 cm.
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ponent of the microwave line is the niobium coaxial cable, which lies in the
1-K stage of the probe. Niobium has a relatively high Tc = 9.2 K and therefore becomes superconducting in the refrigerator. This means that it conducts
very little heat, since the Cooper-pair condensate is in its ground state and
therefore does not conduct heat. The microwave line also contains two thermal attenuators to reduce noise from the room-temperature electronics. It
terminates in an antenna located inside the sample cell.
The room-temperature circuitry consists of voltage sources and instrumentation amplifiers. We will describe these in more detail in section 4.5. Voltage
measurements are made using a data acquisition (daq) unit; we describe this
in section 4.6. The voltage sources are digitally programmable and can be
controlled from a LabVIEW program, which allows us to sweep the current
bias through the circuit and read voltage measurements from the daq unit.
This summarizes the setup that should enable us to drive the scpt with
microwave radiation, control the gate voltage and flux bias on the circuit
(Fig. 2.11), and measure its I-V characteristics. Reducing noise and the need
for thermal isolation of the sample both pose significant experimental challenges. We have already seen some of the measures taken to address these
issues in the wiring of the probe; they will be recurring themes in the remainder of this chapter.

4.2

Nanofabrication techniques

Since their inception over three decades ago, the techniques described in this
section have greatly advanced in terms of their reliability in producing mesoscopic structures of the kind used in our experiment. However, at the time of
writing, the fabrication process is still the greatest challenge in our experiment.
Yiming Chen has been working on the process in the last year, and I have accompanied him several times since January and assisted with redesigning some
of the procedures in the process.
We will outline the nanofabrication techniques that we use by discussing the
fabrication of a single Josephson junction of the type used in our experiment,
namely a so-called S-I-S tunnel junction, consisting of an insulating layer (I)
sandwiched between two superconducting layers (S). The reader will find it
helpful to refer to Fig. 4.2 throughout this section.
To begin with, the silicon substrate is coated with two layers of polymer
resist. The technique used is known as spin coating: an excess of the coating
polymer is deposited on the substrate, and spun at a particular speed for a
certain amount of time. The fluid spreads towards the edge of the substrate
by inertia, with the excess eventually falling off the edge; the end result is a
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(a) spin coating
100 nm

mask (PMMA)

400 nm

spacer
(MMA/MAA)
silicon oxide
silicon

substrate {
(b) e-beam lithography and development

top view

electron
beam

bridge

undercut

(c) two-angle shadow evaporation with oxidation
Al thin film

oxide layer

gaseous Al
(d) lift-off

junction

Figure 4.2: Fabricating a Josephson tunnel junction. Note that these
diagrams are not to scale.
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layer (resist)
spin speed and time
bottom (mma/maa)
4500 rpm, 1 min
top (pmma)
1500 rpm, 1 min

annealing temp. and time
180 ◦ C, 5 min
180 ◦ C, 15 min

Table 4.1: Spin coating parameters.

thin film of polymer resist whose thickness is determined by the spin speed
and time. This is then annealed on a hot-plate to remove the solvent and
cause polymerization of the resist.
We use an mma/maa resist for the lower layer, and a layer of pmma resist
above it1 (see Fig. 4.2a). The parameters that Yiming Chen uses are recorded
in Table 4.1. In the next stage of the fabrication process, the resist bilayer is
shaped using the electron beam of a scanning electron microscope (sem). The
electrons in the sem beam typically have energy on the order of 104 eV, which
corresponds to a de Broglie wavelength
λ=

hc
∼ 0.1 nm.
E

This allows us to locally modify the polymer resist with a precision of this
order of magnitude; this process is known as electron-beam lithography.2
The two polymer resists that we use have different sensitivities to e-beam
exposure. We will see that the top layer serves as a “stencil mask” that determines the geometry of the junctions formed at the end. The thicker bottom
layer is highly sensitive to e-beam exposure. The sem can be programmed to
write patterns on the resist, such as the two thin rectangles shown in Fig. 4.2b
(top view). If we take the plane of the mask to be the xy-plane, then the sem
scans the beam linearly in the x-direction, say, then shifts the y-coordinate
slightly and repeats the process. Thus a rectangle is written as a series of parallel straight lines. The small wavelength of the electrons allows us to write
patterns with nanoscale resolution.3
When the electron beam penetrates the top layer of resist, it “loosens”
1
mma/maa is an acronym for copolymer meta-acrylic acid/methyl-meta-acrylate, pmma
for copolymer poly-methyl-meta-acrylate.
2
In microscopy applications, the sample under examination is first coated with a thin
layer of a highly-conductive metal such as gold. The electron beam is then scanned across
the sample; electrons are reflected by the gold coating, and the resulting signal of “secondary
electrons” is used to reconstruct the features of the sample. Since the de Broglie wavelength
of electrons is much smaller than that of light, this permits a greater level of resolution.
3
In fact, the resolution of e-beam lithography is limited by the backscattering of electrons
inside the resist and substrate[13, §2-A-1].
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the resist such that when the chip is later treated with a developer,1 the loose
resist is washed off the bilayer, leaving behind a hole shaped as a rectangular
prism in the top layer. Part of the e-beam penetrates further into highlysensitive mma/maa layer, loosening the mma/maa resist in similar fashion.
The electrons that reach the substrate are scattered in a diffuse manner (see
Fig. 4.2b). These secondary electrons eat into the resist adjoining the volume
directly affected by the primary electrons, and they are responsible for the
concavity of the volume carved out in the mma/maa layer. In Fig. 4.2b
(right), the two cavities in the mma/maa layer created from writing the two
rectangles merge to produce one large volume of empty space, referred to as
the undercut, beneath a bridge of pmma. Thus the pmma forms a stencil held
up by the mma/maa “spacer.” This is essential to the next step, in which the
junctions are created.
The technique used in this step is known as two-angle shadow evaporation,
and it takes place in a thermal evaporator. The sample chip is mounted on a
rotator above some pellets of aluminium in the evaporator, which is evacuated
to a pressure of 5 × 10−6 torr. The rotator allows us to fix the inclination
of the plane of the chip at an angle θ with respect to the downward vertical.
The pellets are then heated to vaporization, and the gaseous aluminium rises
upward towards the chip. A thin film of aluminium is deposited evenly on the
surfaces that face directly downward. The stencil shadow mask determines
where the aluminium is deposited on the substrate. The thickness of the
aluminium film is measured using a quartz crystal.2
Oxygen, diluted at 5% in argon, is then passed through the evaporator at a
pressure of 0.5 torr for 20 minutes, and the aluminium thin film consequently
develops a thin oxide layer around it. The rotator is then adjusted to change
the angle of inclination to −θ; the chamber is evacuated once again and the
aluminium vaporized. Assuming the angle is chosen appropriately, the thin
film that is deposited on the substrate will overlap with the oxide layer from
the previous deposition. This constitutes our Al-AlOx -Al tunnel junction: two
thin films of aluminium separated by an insulating oxide layer.
The final step in the fabrication process is the removal of the mask and
spacer, along with the aluminium deposited on them. This is done in an
acetone bath at 30 ◦ C. This leaves us with just the junction on the substrate.
Fig. 4.2d suggests that one might access the electrodes by poking wires through
the protective oxide layer that forms when the chip is exposed to air; in prac1

The developer we use is mibk-ipa, i.e. methly-isobutyl-ketone in propanol (isopropyl
alcohol).
2
Quartz undergoes mechanical oscillations when subject to a voltage—this is the basis
for the quartz clock. The oscillation frequency is proportional to its mass, and in the
evaporator the crystal gains mass as aluminium is deposited on it.
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tice, of course, the dimensions of the structure are far too small. As we will
see in section 4.3.1, additional patterns are written using the sem to extend
the electrodes to larger leads on the chip, which we can bond wires to.
It should be clear from this summary that the process of fabricating Josephsonjunction structures is extremely intricate, and in order to achieve reproducibility of these structures we need to find a set of precise parameters that produce
working junctions. Moreover it is necessary that we have strong control over
these various parameters in every step of the process. Before we turn to procedures we use to search for appropriate fabrication parameters, we will describe
the design of the circuit for our experiment.

4.3

Sample design

In the last section, we described the basic process by which a single Josephson
junction is fabricated. The key feature that allowed us to control the geometry
of the aluminium deposits was the stencil mask, which in Fig. 4.2 was a simple
pattern consisting of two rectangles. More complicated junction structures are
fabricated using masks that are appropriately more complex. It is relatively
easy to program the sem to write a particular mask pattern: as described in
section 4.4.2, this essentially involves “drawing” the planar mask pattern on
DesignCAD, and feeding in the cad file to the sem software. Hence we discuss
the geometry of the sample deposited on the substrate in terms of the planar
shadow mask.

4.3.1

Sample circuit

Figure 4.3 shows the mask pattern we use to write the sample circuit, i.e. the
circuit shown schematically in Fig. 2.11 (minus the current bias, of course).
The part of the mask that corresponds to the scpt is in the centre of the main
figure, and this area is expanded to show the features that create the island
and linking electrodes. There are three electrodes that lead to junctions (a
single junction plus two for the d.c. squid); the junctions are formed under
the bridges during shadow evaporation. The rectangle marked “island/gate”
is responsible for creating two rectangular structures: when the evaporation
takes place at angle θ, the island is created, while for angle −θ, a gate structure
is created to provide capacitive coupling to the island;1 the gate is connected
to the gate electrode, which leads to a voltage source. All the larger features
1

The reader may wish to look at Fig. 4.5 to visualize the geometry of the aluminium
deposited through this part of the mask.
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bridge
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d.c. SQUID
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junction
electrodes
flux-bias line
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5 μm

Figure 4.3: Circuit mask pattern for SEM writing.

in the main part of Fig. 4.3 consist of leads extending away from the scpt, as
well as the flux-bias line that couples inductively to the d.c. squid loop.
Fig. 4.3 includes some length scales as a rough guide to the dimensions of
the sample circuit; however, we have not settled on precise values for smaller
lengths, such as the spacing of the junctions along the island edge. The dimensions of the island are determined from the requirement discussed in section
2.3 that
2e2
∆ > EC ≡
,
CΣ
where CΣ is the self-capacitance of the island. To obtain a rough estimate of
the length scale, we will make the common assumption that
CΣ ≈ CJ1 + CJ2 + CJ3 ,
where CJi is the mutual capacitance between the island and the ith electrode.
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The typical experimental value1 for the specific capacitance of such a configuration is about 45 fF/µm2 . Recall from section 4.1 that for aluminium,
∆/k ≈ 2 K, so we have
2e2
CΣ >
≈ 1.8 fF.
∆
If the three junctions are of roughly the same area, then the area of a single
junction is on the order of
1.8 fF
= 0.013 µm2 = (120 nm)2 .
3 × 45 fF/µm2
The island must be able to support three such junctions, so the length of the
long edge of the island must be at least 3×120 nm = 360 nm; more realistically,
in order to separate the junctions and to allow for somewhat larger junction
areas, the length of the long edge is about 1 µm. The shorter island edge must
again be at least about 120 nm, but in practice is 300–500 nm. The height
of the island is fixed by the evaporation process, and is roughly 15 nm. In
section 4.3.2, we will describe the results of using a field solver to characterize
more precisely the self-capacitance of the island for various dimensions and
configurations of the circuit assembly.
In addition to the restriction EC < ∆, we need EJ . EC . The Josephson
energy is experimentally determined by the oxidation process in between the
two shadow-evaporation depositions. Specifically, the oxidation time and partial pressure of oxygen in the mixture determine the critical current density
Jc , and
~A
~
Jc ,
EJ ≡ Ic =
2e
2e
where A is the area of the junction. In order to characterize the relation
between oxidation time and the critical current, we find the critical current
indirectly by making use of a formula derived by Ambegaokar and Baratoff[3]
for the normal-state resistance of a Josephson junction, i.e. the resistance of
the junction at room temperature, which is easily measured:


π∆
∆
π∆
Ic Rn =
tanh
≈
,
(4.2)
2e
2kT
2e
where the last approximation derives from the fact that kT  ∆ for our
refrigerator temperature. Note that T here is indeed the refrigeration temperature, not the temperature at which the resistance measurement is made:
1

See, e.g., Refs. [14], [26].
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the Ambegaokar-Baratoff formula is really a statement of the temperaturedependence of Ic . For an order-of-magnitude estimate of Rn , we may take
EJ ∼ 1k K and, using eq. (4.1), ∆ = 1.76k × 1.5 K,
Rn =

π∆
π∆
~
π~
=
·
≈
(1.76 × 1.5) ∼ 9 kΩ.
2eIc
2e 2eEJ
(2e)2

This is an important number, for it is really the only measurable quantity that
tells us something about the quality of the junction barrier that is fabricated.
The one other important length scale in Fig. 4.3 is the area of the d.c. squid
loop, which determines its inductive coupling to the flux-bias line. Recall that
the d.c. squid is used as a tunable Josephson junction with the critical current
modulated by the applied flux (see Fig. 1.3). In order to be able to use it as
such, we must operate in a regime in which the relation between the total flux
Φ through the loop and the applied flux Φx is single-valued and non-hysteretic;
it can be shown[33] that this condition is met when
βm ≡

2LIc
1
Φ0

(4.3)

This imposes a constraint on the inductance of L of the loop; in section 4.3.2
we calculate this inductance and check that the screening parameter βm is
sufficiently small.
The remainder of the pattern consists of leads, which extend out to relatively large “pads.” These pads are still too small to bond wires to, so an
additional patterns (not shown) are written to extend these pads to larger
bonding pads. We discuss this further in section 4.4.2.

4.3.2

Field solving

We have seen that the self-capacitance of the island is an important quantity in
determining the lengths of the scpt parts. The self-capacitance is determined
not just by the dimensions of the island, but also by the areas of the junctions,
the island-junction separation, the spacing between the junctions, and the
capacitive coupling of the gate electrode. In order find the self-capacitance
for various configurations and dimensions of these parts, we used FastCap,
a piece of software developed by the Computational Prototyping Group at
mit in 1992. FastCap uses a “multipole-accelerated” algorithm to extract the
capacitance of a three-dimensional assembly of conductive and dielectric surfaces. A related piece of software, FastHenry, calculates inductances between
configurations of conductors, and we used this to find the mutual inductance
between the d.c. squid loop and the flux-bias line.
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(a)

(b)

Figure 4.4: Simple surfaces in FastCap. The sphere in (a) is triangulated,
while the cube in (b) is composed of several rectangles. The discretization of
the cube is specified by the number of panels adjoining any edge—five, in this
case (three large panels plus two thin ones lining the edges).

Conductive or dielectric surfaces are input in FastCap as an assembly of
quadrilaterals or triangles, which in turn are defined by the coordinates of
their vertices. For example, a sphere may be triangulated as in Fig. 4.4, while
a cube is discretized by means of several rectangles. It is of course impractical
to manually input the coordinates of the elementary surfaces for a composite
surface of reasonably fine discretization—and the level of discretization determines the accuracy of the capacitance-extraction algorithm. The FastCap
installation comes with a program called cubegen that can generate a box
(such as the cube in Fig. 4.4) of given dimensions and discretization (i.e. how
many rectangular “panels” adjoin each edge). We began by using this program to construct box-shaped structures corresponding to the island, junction
electrodes and the gate. The set of panels for each of these is saved as a single
geometry file (.qui); the vertex coordinates are specified relative to an origin specific to that structure. A list file (.lst) is then created to specify the
relative configurations of the origins, and thus to assemble together the box
structures.
The resulting assembly can be visualized using FastModel, which is a thirdparty software for Windows that provides a graphical front-end for FastCap
and FastHenry, and is also capable of converting FastHenry input files into
FastCap geometry files (the two are not compatible). FastCap can also produce graphical representations of input geometries—this is how the surfaces
in Fig. 4.4 were produced.
One of the advantages of cubegen is that it does not use identical rectangular panels in building a box, such as the cube in Fig. 4.4. Rather, it lines the

53

4.3 Sample design

junction
electrodes

gate
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Figure 4.5: SCPT model in FastCap.

edges with thinner rectangles, improving the accuracy of the algorithm—the
electric field changes more rapidly near the edges, where there is a discontinuity in the charge distribution, than near the centre of the faces. However,
cubegen had a major failing that rendered it useless for our purposes: one can
only specify a single number for the discretization, and it uses this for each
of the edges. Recall that the height of the island in our circuit is nearly two
orders of magnitude smaller than the two other dimensions. This means that
when we use cubegen to generate a box structure corresponding to our island,
the area of the panels varies dramatically from face to face. More precisely, if
we take the z-axis to line up along the height of the island, then those panels
with normal vectors perpendicular to the z-axis will be of much smaller area
than the rest. This means that if we require a reasonably fine discretization of
the large island surfaces, the small surfaces will be composed of a very large
number of tiny panels; this in turn slows down the rate at which the algorithm
runs. In fact, we found that the algorithm would not converge on a value when
we used this method.
Instead, we wrote a Matlab program to do what cubegen does, but with
the additional feature that the box can be discretized differently along each
edge—that is, we can specify three different numbers for the number of panels
adjoining edges parallel to the x-, y-, or z-axis. From this starting point, we
were able to build structures slightly more complicated than a box, such as the
model shown in Fig. 4.5. Appendix B contains a more detailed description
of this process, as well as some of the Matlab code we used. Note that the
island in Fig. 4.5 is discretized differently along the three dimensions: only
three panels (one large panel plus two thin panels lining the edges) adjoin
the short edges (those parallel to the z-axis), while several adjoin the other
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island-gate separation (nm)

Figure 4.6: FastCap results for varying island-gate separation. The
dimensions of the structures themselves were fixed; the model used was that in
Fig. 4.5.

edges. Note also that the model includes a gate structure, which in practice
is deposited through the same part of the sem mask as the island, and hence
has the same dimensions as the island.
In addition to the dimensions of the structures in the scpt model, the spacing between the island and the junction electrodes (too small to see in Fig. 4.5)
and that between the island and the gate are important parameters in determining the self-capacitance of the island. For the latter, we found that the
gate-island spacing did not make much of a difference to the self-capacitance
of the island (see Fig. 4.6). The self-capacitance appears to oscillate slightly
about the mean value of 3.51 fF, but remains within 1% of that value, indicating that the oscillations are most likely a numerical artefact Also plotted
is the mutual capacitance between the island and gate—as expected, this falls
off as the separation is increased.
Recall that the spacing between the junctions and the island is determined
by the oxidation time in the fabrication process, and is typically about 1 nm. In
our FastCap models, we did not explicitly include dielectric blocks in between
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25 μm
1 μm

Figure 4.7: Model of loops in FastHenry.

the island and junctions. Instead, following Matsuoka et al.[26], we divided
the island-junction separation by the relative permittivity of aluminium oxide
and used this effective thickness of 0.25 nm. This reduces computation time,
and the approximation holds because the electric field outside the junctions
does not depend strongly on their internal geometry.
As described in Appendix B, we were able to call the FastCap command
line directly from within Matlab, and this should be useful when fine tuning
parameters such as the spacing between the junctions. One important factor
that is not included in the model is the silicon oxide substrate, which has
a high permittivity. Matsuoka et al.[26] developed a sophisticated program
called ImageCap that uses the method of images to account for the effect of
the substrate. At any rate, our main concern in modelling with FastCap is
to obtain an order-of-magnitude estimate of the island self-capacitance and
the capacitance between the gate and the island, and the numbers in Fig. 4.6
provide this.
We also used FastHenry to calculate the mutual inductance between the
d.c. squid loop and the flux-bias leads on the chip. This was a much more
straightforward process; we used the model shown in Fig. 4.7, and approximated perfect conductivity by 1010 Ω−1 µm−1 .
This gave us a value of
6.19 × 10−12 H for the mutual inductance between the inner loop and the
outer structure. The screening parameter (see eq. (4.3)) is then
βm =

4πLEJ
2LIc
=
∼ 1 × 10−4  1,
Φ0
Φ0 2

where we approximate EJ /k ∼ 1 K. In section 4.5, we will see that this value
of inductance also allows us to tune the flux through the d.c. squid loop to
be around a flux quantum.
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4.4

Fabrication procedures

We mentioned earlier that the fabrication process is presently the greatest
challenge in realizing our experiment. In section 4.2, we outlined the general
techniques that we use in fabricating the circuit for our experiment. There are,
however, so many parameters that affect the quality of the circuit that it is
imperative that we have in place some techniques and procedures to search for
the ideal parameters. In this section, we will first describe the procedures by
which we test the quality of the structures fabricated.1 We will then attempt
to exhaustively list those parameters in each stage of the fabrication process
that might affect the quality of the structure, and describe the manner in
which such a parameter affects the structure. The reader might wish to refer
again to Fig. 4.2 when we discuss particular stages in fabrication.
In general, we do not use the complete mask pattern of our circuit (Fig. 4.3)
during our testing procedures. Instead, we use a mask such as the one in
Fig. 4.10, which contains an array of island/junction assemblies. Only one
of these island/junction patterns has larger structures attached to it—these
large features help us locate the pattern on the chip during the imaging process described below, and also allow us to check the quality of the junctions
formed in that particular structure. The rationale is that the challenges of
nanofabrication are localized to the small features—producing larger features
such as the leads should pose no problem—and a pattern such as the one in
Fig. 4.10 allows us to vary one parameter while keeping the others fixed (at
least in principle) along the array, so that we can then examine its effects on
the end product.2

4.4.1

Imaging

An important tool that allows us to examine the nanoscale structures that
we fabricate is the atomic force microscope (afm). The afm uses a mechanical cantilever with a sharp tip at the end to scan across the surface of the
structure. The cantilever is driven at a frequency slightly above resonance,
and as it approaches some part of the surface, it experiences a van der Waals
force, dependent on the distance to the surface, that tends to suppress the
oscillation frequency. Near resonance, the amplitude of oscillation is large,
and so is the derivative of the amplitude with respect to frequency—hence
1

Again, the credit goes to Yiming Chen for the actual implementation of the procedures
described in this section.
2
Ideally, we want a matrix of such small patterns, for that would allow us to vary one
parameter in the horizontal direction, and another in the vertical direction. However, the
presence of the large structure prevents us from adding small structures in this fashion.
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relatively small changes in the frequency result in large changes in amplitude.
Using a feedback system, the afm software is able to judge the height of the
surface; thus it can create a complete topographic map of the surface of the
structure. Importantly, afm imaging is non-invasive: there is no mechanical
contact between the sample surface and the cantilever tip. The end result is
the afm image: a two-dimensional plot of the surface with height-dependent
colouration.
Fig. 4.8 shows four afm images of some of the test patterns created with a
mask such as the one in Fig. 4.10. Note that the images were not all taken at
the same stage in the fabrication process. The first two images show the height
profile of the sample chip immediately after the writing process, i.e. following
e-beam lithography and development with mibk-ipa. Hence in this case, the
afm scans across the surface of the pmma layer; there is a dramatic drop in
height (dark colouration) at places where the electron beam has removed the
resist. In the particular pattern in Fig. 4.8a, the mask design has been etched
very cleanly onto the pmma resist: the edges are sharp and the colouration is
even, suggesting that this should provide a good mask for shadow evaporation.
In (b), on the other hand, the pmma bridge connecting the middle electrode
to the island has collapsed, and so no junction can form in this area during
shadow evaporation.
Meanwhile, images (c) and (d) in Fig. 4.8 were taken at the end of the fabrication process, so the surface being scanned is that of the aluminium. The
junctions form at the areas of overlap between the island and the junction
electrode; these are of course higher than the island itself, and therefore show
up as brighter areas in the backdrop of the island. Note that the single horizontal rectangle in the mask pattern gives rise to two structures—the island
and the gate—after shadow evaporation.
We can also infer something about the concavity (or equivalently, the volume) of the undercut in the mma/maa layer in the writing process based on
the afm images of the aluminium deposits. The reason is that although most
of the aluminium deposit is localized to the “shadow” regions of the mask
for each angle during the evaporation process, there are still some specks of
aluminium deposited in regions adjoining the main regions. There is a clear
difference in the extent of these “suburbs” in images (c) and (d) of Fig. 4.8:
it is much wider in the structure at left in (c) than in (d). In order to obtain
clean junctions, it is important to have a large undercut: we can see in (d) that
the structures and junctions do not have sharp edges but instead are diffused
over the areas adjoining the shadow region.
It usually takes at least fifteen minutes to set up the afm for imaging,
and an additional 15–20 minutes to acquire an image of a particular part
of the sample. Hence it is often also useful to use an optical microscope to
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(a)

(b)

(c)

(d)

Figure 4.8: Sample AFM images I. The images (a) and (b) were taken
right after writing the mask using the sem, while images (c) and (d) were taken
after aluminium deposition. The junctions form at the areas of overlap between
the electrodes and the island. The thin rectangle extending across the image in
(a) and (b), intersecting most of the island/gate rectangle, is just an imaging
artefact.
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take a preliminary look at a mask pattern written on a chip. Our optical
microscope offers a maximum magnification of 100, and this is often enough
to see if, for example, a bridge has collapsed as in Fig. 4.8b. However, the
afm is invaluable when it comes to resolving the edges of the mask pattern
and viewing the topography of the aluminium.

4.4.2

Mask formation

Perhaps the most important step in fabricating usable structures is the creation
of a good stencil mask for shadow evaporation. By “good,” we mean that the
pattern must have sharp edges with strong bridges in between the etched areas,
and a wide undercut beneath the bridge so that the aluminium can deposit
and bind strongly to the substrate. The procedures used in each of the stages
of pattern formation—spin coating, lithography and development—influence
different aspects of the pattern formed, and we will discuss these in more detail
below.
We may begin by considering quality of polymer resist, which for our purposes is measured by the size of the undercut (for the mma/maa resist) or
the sharpness of the edges on the mask pattern (for the pmma resist). The
quality of resist degrades with time, and the manufacturer provides an expiration date for each bottle of resist. We were initially using pmma resist that
had expired about three years ago—the apparent absurdity of this may be
mitigated if we note that the resist seemed to work reasonably well not just
for us, but also for other groups using the same resist for similar purposes in
the University of Massachusetts. However, at one point we began to see an
unnatural broadening of the patterns on the pmma mask, and we eventually
attributed this to the quality of resist. The resist has since been replaced,
and at present we appear to have no problems with the pmma layer. Polymer
resist is also photosensitive; in order to protect it from light, the bottles of
resist are covered in aluminium foil and stored in a dark refrigerator.
In the spin-coating process itself, the spin speed only influences the thickness of the resulting polymer layer. The annealing time, however, is an important parameter that affects the quality of the resist bilayer. It is customary to
anneal the pmma layer for a longer time than the mma/maa layer; so far, we
have used a baking time of 15 minutes for the former and 5 minutes for the
latter, but others have used even longer times for the mask layer.1 However,
if we anneal the pmma for too long then we see a broadening of the pattern
etched on the mask, resulting in curved edges. Similarly, if the mma/maa is
annealed for too long, then we do not obtain a clean undercut during lithog1

Cottet[13] used a baking time of 30 minutes for the top layer.
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Figure 4.9: SEM stage. The sample chip is mounted off-centre on the sem
stage; it is held in place by some metal holders (not shown).

raphy. In trying to identify the source of a problem in the pattern-writing
process, one of the main challenges that we confront is the fact that a single
problem (insufficient undercut beneath the bridge, say) can arise from a variety of sources (in this case, poor-quality mma/maa resist, excessive annealing,
or, as we will see, issues in the beam writing process).
Turning now to the e-beam lithography process, we will first describe the
manner in which the sem is operated to etch a mask pattern like that in
Fig. 4.3. We use the JSM-7001F Thermal Field Emission sem manufactured
by jeol, located in the Nanophysics Materials and Device Laboratory, a cleanroom facility belonging to the Department of Polymer Science and Engineering
at the University of Massachusetts. This sem was only acquired about a year
ago; we have been using it in the last six months. The sem is almost completely
digitally controlled using software produced by a local company.
Once the silicon chip has been coated with the resist bilayer, it is mounted
off-centre on a removable circular stage (see Fig. 4.9), and a small spot of
silver dissolved in a solvent is painted near the centre of each edge of the chip.
The stage is then inserted into the main chamber of the sem, and the software
executes a command to evacuate the chamber—this is essential for the beam
to operate properly. The next step is to bring the beam to focus on the stage.
There are some nanoparticles of gold located at the centre of the stage for this
purpose: the beam is aligned with the axis of the stage using controls in the
software, and we can adjust two settings, the astigmatism and the wobbler,
to bring the image of the gold particles to sharp focus. Once this has been
accomplished, the beam is moved to locate the nearest silver spot (marked 1
in Fig. 4.9), and the focus is fine-tuned at this spot. The value of focus is
displayed by the software, and this is recorded, along with the coordinates of
the beam in the plane of the stage. The beam is then shifted along the edges
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of the chip to silver spot 2, refocused, and the readings are recorded again.
We can use the average of the coordinates to approximately locate the centre
of the chip.
From this point on, the beam is controlled entirely by the software. We
input the average values of the coordinates and the focus1 , fix the beam parameters (discussed below), and feed in a DesignCAD file containing the mask
pattern. Based on these inputs, the sem writes the entire pattern. Once it
is done, we bring the chamber up to atmospheric pressure and pull out the
stage.
We are mainly concerned here with the beam parameters, which determine
the characteristics of the pattern written. There are three parameters that we
can adjust:
1. Accelerating voltage, or equivalently, beam energy: this is fixed before
focusing the beam on the gold nanoparticles, and changing the beam
energy alters the focus of the beam. We typically use a value of 15 kV.
2. Beam current: we use two different beam currents, a small current of
about 15 pA to write the fine features (basically the pattern in Fig. 4.3)
and a much larger current of about 17 nA to write the remainder of the
pattern (namely the leads).
3. Dose: this is the amount of charge applied per unit area, and is basically
equal to
I∆t
,
(4.4)
A
where I is the beam current, A is the area of exposure, and ∆t is the
time for which the beam is applied to that area.2
We said that different beam currents are used for different parts of the
pattern. In practice, this is implemented as follows. The DesignCAD pattern
consists of three “layers,” with each layer containing a particular pattern.
For instance, Fig. 4.10 is the mask pattern we use to form test samples, in
which we can measure the normal-state resistance (discussed further in section
4.4.3). The first layer includes the part of the mask that creates an array of
island/junction assemblies, while the other two layers consist of patterns for
1

We use the average of the focus to account for the possibility that the chip has a small
tilt relative to the plane of the stage.
2
The true formula is more complicated, because in practice the e-beam is scanned in
discrete steps, not continuously—hence the dose also depends on the step size. However,
this formula provides the same intuition, and we have never varied the step size in the sem
writing procedure.
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island-junction
assemblies

layer 1

layer 2

layer 3

Figure 4.10: Complete mask pattern for test structures. This shows the
three layers that make up the DesignCAD pattern fed to the sem. Also shown
(bottom right) is a photograph of the end product, a silicon chip on which the
structures have been created.

leads. The leads attached to the assembly in the centre of layer 1 extend
outward and terminate in “pads,” which align with the inner pads in the
structure in layer 2. The outer pads in layer 2 in turn align with the inner
pads of layer 3; finally, we can bond wires to the outer pads of layer 3.
The beam current is programmed in the sem software for each layer of the
pattern. We actually do not have the freedom to choose an arbitrary value for
the beam current for a particular layer. Rather, we can only choose between
three beam-current settings—small, medium and large—for each layer. We
can, however, fix a particular value of beam current for each of these (provided
it falls in a pre-defined range appropriate to that setting). At present, we take
the simple approach of using the smallest available current (about 15 pA) for
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Figure 4.11: SEM mask pattern for dose studies. The large feature is
used to help locate the pattern during afm imaging. The small features above
the island/junction patterns just serve as labels.

the “small” setting, and the largest current (about 17 nA) for the “large”
setting. These values of current are measured values: for the “small” setting,
for example, we adjust the current to the minimum possible value and measure
this value using apparatus built in to the sem, and we usually find this to be
about 15 pA. Note, however, that the values of current are dependent on the
beam energy: for instance, we have said that the maximum beam current at
an accelerating voltage of 15 kV is about 17 nA, but for a larger accelerating
voltage, say 20 kV, the maximum current is in fact smaller than 17 nA.
The dose, meanwhile, is programmed in a different way. The patterns
created in DesignCAD can be set to particular colours, and the sem software
is capable of reading these colours. Each colour is assigned a value for the
dose in the sem software input. The software then uses something like the
formula (4.4) to determine the amount of time to scan the electron beam
over a particular feature of area A.1 This allows us to vary the dose along
the array in Fig. 4.11, for instance. This is a mask pattern for an array of
island/junction assemblies, and each colour is associated with a value for the
sem dose. We typically carry out these “dose studies” with the dose ranging
from 100 mC cm−2 to 1000 mC cm−2 .
The purpose of these dose studies is to try to find an ideal value for the
dose, given the accelerating voltage and beam current. However, in order to
achieve this, everything else in the process must work perfectly, and we have
not been able to achieve that to date. The test pattern in Fig. 4.10 also allows
us to perform similar dose studies using the array of assemblies. We often also
1

Note that this requires that we input the measured value of current for each of the
three settings. This is done once we have measured the current for a particular setting.
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(a)

(b)

Figure 4.12: Sample AFM images II. In (a), a bug in the sem software
appears to have caused a part of the island to break off and migrate downward.
Image (b) shows residues of polymer resist left over from an incomplete lift-off
(discussed in §4.4.3).

use them for other tests, such as varying the separation of the junctions to see
when the pmma mask collapses.
There are also occasionally some problems with the sem beam-writing
process itself. Sometimes there are software glitches that shift the positions
of some part of the pattern for no good reason. For instance, in Fig. 4.12a, a
part of the island/gate rectangle in the mask appears to have broken off and
migrated toward the middle electrode, resulting in a structure that protrudes
out of the electrode. Another issue is the alignment of the pads: we mentioned
that the writing process is executed layer by layer. This method depends on
correct alignment of the pads from one layer to the next, but we occasionally
find that the pads from one layer do not overlap with those from another, even
though they were designed to do so in the DesignCAD pattern. So far, this
has been handled by making the pads bigger, but it might still be an issue
worth addressing directly.
The final stage in the process of mask formation is the development of the
sample using mibk-ipa. Recall that the purpose of this is to clean off the resist
loosened by e-beam exposure, and thus create the stencil mask and undercut
necessary for shadow evaporation. It is possible to over-develop the sample:

65

4.4 Fabrication procedures
this results in a broadened pmma mask that lacks the clean edges we need for
effective evaporation. Since it is the mibk that performs the function of pulling
off the resist—the ipa is merely a solvent—the concentration of mibk must be
controlled (we use 25% mibk by volume in ipa), as well as the development
time (which is 1 min in our case).

4.4.3

Junction formation and testing

In the last section, we listed the various parameters that affect the pattern
written on the resist bilayer. In the same vein, we will now attempt to list
the parameters that affect the process of aluminium deposition, and more
specifically, the formation of tunnel junctions. We begin with the process
of shadow evaporation, which takes place after development of the pattern
written on the sample chip.
The angle θ of evaporation obviously influences the geometry of the aluminium deposit, including the area of the junctions formed. In theory, it might
be possible to calculate a value for θ given requirements on the junction area,
but in practice we chose it by varying the angle and viewing the result using
the afm. At present, we use an angle θ ≈ 30◦ , and have found that this generally produces the substantial overlap necessary for the formation of Josephson
junctions.
The more important parameter in shadow evaporation is the oxidation
exposure, defined as
[partial pressure of O2 ] × [oxidation time] .
This determines the thickness of the insulating oxide layer, and thus the critical
current density Jc of the junction. Flees found[14] that to achieve Jc between
about 50 and 300 A cm−2 , he needed to use an oxidation exposure between 25
and 100 mtorr min. We have recently been using the relatively large oxidation
exposure of
(5% × 0.5 torr) × 20 min = 500 mtorr min
because we often find while measuring the normal-state resistance (see below)
that the junctions are shorted, which suggests that the oxide layer is too thin.
The final step in the fabrication process is the resist lift-off, which is carried
out in an acetone bath at 30 ◦ C for 120 minutes. An incomplete lift-off results
in the presence of residues on the chip, which appear in the afm image (see
Fig. 4.12b).
After lift-off, we usually image the sample using the afm and then wirebond it to a pcb to mount it at the end of the probe. It is important that
these bonds are strong enough to withstand the conditions in the dilution
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refrigerator, and we tuned many of the wire-bonding parameters to find a set
that consistently produced strong bonds. The parameters we obtain differed
significantly from those recommended in the manual of the wire-bonder, and
we record them in Appendix C for future reference.
The junctions are highly sensitive to electrostatic discharge, and so it is
important to use proper grounding techniques when handling the chip after
the evaporation stage. In patterns such as that in Fig. 4.10, the large pads in
layer 3 are shorted together to prevent the possibility of discharge through the
junctions. These leads are physically broken with a blade before we make any
measurements.
The quality of the junctions formed is measured by their normal-state
resistance; we estimated in section 4.3.1 that this should be on the order of a
few kilohms for the junctions in our experiment. We usually use the pattern in
Fig. 4.10 to measure the normal-state resistance of the three junctions in the
central assembly in the array. Here, the gate electrode is shorted to the island,
so we measure the resistance between the gate electrode and the relevant
junction electrode. After these leads have been wire-bonded to the pads of
the pcb and mounted at the end of the probe, we can use the LabVIEW
program described in section 4.6 to obtain an I-V curve for the junction.
A working junction displays Ohmic behaviour for both polarities of the bias
current supplied down the probe.

4.5

Electronic apparatus

Our discussion in this chapter so far has focused on the fabrication of the
circuit for our experiment. We turn now to the room-temperature apparatus
that is used to make measurements. Recall from section 4.1 that the sample
chip is glued to a pcb board and mounted on a Delrin stage at the bottom
of the probe (Fig. 4.1), and that the probe contains electrical wires that carry
signals from the outside down to the sample cell. The microwave signal is sent
via a separate line, but all other signals are sent down the probe head, which
is connected to a breakout box.
In Fig. 4.13, we show schematically the connections between the external
apparatus and the circuit on the sample chip, with the breakout box at the
interface between the two. The connections between the terminals of the
breakout box and the pins of the Delrin stage are shown in the top-right inset.
The room-temperature apparatus consists primarily of voltage sources, three
amplifiers and the daq unit. We also need a source to provide a microwave
signal, but we have not tested this yet.
The voltage sources are digitally programmable, and can be controlled
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resistor box
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Figure 4.13: Measurement apparatus setup. The connectors on the breakout box are labelled with the numbers shown. The corresponding connections
on the female pins of the Delrin stage are shown in the top-right inset.

from within a LabVIEW program. The schematic of the design is included
in Appendix C, and Fig. 4.14 is a photograph of the printed circuit board in
which it is implemented. The key component of the circuit is the AD5235
integrated circuit (ic) manufactured by Analog Devices. This is essentially
a dual-channel, digitally-controlled potentiometer whose wiper can be swept
to vary the output voltage. An AD586 chip provides a monolithic voltage
reference of 5 V for the AD5235. All the ics and transistors on the board are
powered by a set of 18-V rechargeable batteries. We initially used transformers
running off the power supply, but found a large amplitude of 60-Hz noise that
we were unable to eliminate. The rechargeable batteries on the other hand
provide a clean signal, and in our experience so far, do not need to be recharged
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Figure 4.14: Photograph of the voltage-source PCB.

often.
The AD5235 is controlled by means of three input leads that connect
to ports labelled sdi, clk and cs; the inputs lie in the top-right corner in
Fig. 4.14. Max Urmey wrote a LabVIEW program, now named AD5235 set
resistance.vi, that communicates with these inputs of the AD5235 to control the position of the divider in the potentiometer in each channel, that is,
to fix an index that defines the resistance between the output terminals in
the voltage divider circuit; the manner in which the program communicated
with the chip is described in his thesis[34, §4.6.2]. In a working AD5235 chip,
the output voltage varies linearly with this index. However, the chip is highly
sensitive to electrostatic discharge, and we found occasion to replace the chip
four or five times in the course of the year. We wrote a LabVIEW program,
V-source calibration.vi, that used as a submodule a slightly modified version of Urmey’s program to plot a calibration curve of the output voltage versus
the resistance index, making use of the daq unit (see section 4.6) to take measurements. We found this useful in checking whether the chip was working
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properly.
The two channels of the AD5235 are each connected to a voltage follower,
which offers high input impedance. The outputs of these are added using a
summing amplifier, but the two inputs to the summing amplifier are weighted
differently so that we have the option of “coarse” and “fine” adjustment of the
final voltage output—that is, the fine channel input has gain about a thousand
times smaller than that of the coarse channel. The calibration program for the
voltage source can plot a calibration curve for each of the channels separately.
There is also an inverting amplifier that offers us the option of changing the
polarity of the output voltage. There is one other op-amp on the board; this
is part of a filtering circuit at the output terminal.
The remainder of the board consists of three pairs of components, each
pair consisting of an optoisolator and a transistor. Each of the digital input
leads (sdi, clk or cs) is connected to the input of an optoisolator, which
serves to isolate the AD5235 from digital noise. An optoisolator is essentially
a light-emitting diode placed next to a phototransistor—a transistor in which
light has the effect of a base voltage—in a package opaque to light. The
external transistor serves to amplify the (collector-emitter) current passing
through the phototransistor within the optoisolator. Most of the components
on the voltage-source board are surface mount, and were soldered using a
digitally-controlled toaster oven set up for the purpose.1 The AD5235 is actually soldered onto a simple pcb, which has pins that plug in to the connector
indicated in Fig. 4.14. This makes it easier to replace the chip.
The circuit in our experiment is current-biased, so we needed to use one
of the voltage sources as a current source. A perfect current source is a twoterminal black box that maintains a constant current through the shunting
circuit, regardless of the load resistance[22]. Our first approximation of a
current source was the assembly shown in Fig. 4.15a. As long as the load
resistance is much less than R1 , this provides a roughly constant current, with
the maximum given by
5V
V
=
= 5 µA.
R1
1 MΩ
The purpose of the resistors R2 was to reference the island to earth ground:
since the resistor assembly is symmetric about ground, and the island symmetric with respect to the junctions, the voltage source ought not influence
the potential of the island.
However, we found that this assembly picked up a lot of 60-Hz noise as
well as some radiofrequency noise when we used it to test the data-acquisition
1

The oven was set up in Professor David Hall’s laboratory by Adam Kaufman ’09. We
would like to thank Prof. Hall for allowing us to use the oven.
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resistor box
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V
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Figure 4.15: Using a voltage source as a current source. In the original configuration (a), the voltage-source ground was lifted and there was a
connection to earth ground in the resistor box. In (b), the voltage source was
reconfigured so that it was directly grounded, but the output voltage changed
to 10 V.

process with a transistor (see section 4.6), and the addition of the capacitors
for low-pass rc filtering did not help. This problem was solved by making a
small modification in the configuration of the voltage source itself. The two
voltage sources were originally configured with a “single pole, double throw”
(spdt) polarity switch as shown schematically in Fig. 4.16a.
Hence one
terminal of the twinax output connector was connected to the local ground,
which was “lifted” so that the earth ground is between the potentials of the
twinax terminals. We suspected that the noise arose because of ground-loop
currents between these two, and the solution was to reference the voltage source
to true ground and operate it in differential mode, by means of a “double pole,
double throw” (dpdt) polarity switch as shown in Fig. 4.16b. This changed
the maximum voltage output to 10 V, but solved the issue of voltage-source
noise. Incidentally, we used twinaxial cabling for all the electrical connections
in the left half of Fig. 4.13.
This modification was only made in the primary voltage source, i.e. the one
that provides the current bias for the circuit. The source for the gate voltage
was left unchanged, since it is actually used as a voltage source to bias the
gate electrode on the sample circuit. The island still needs to be referenced
to ground, but there are some subtleties involved in this process. There is in
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Figure 4.16: Polarity switch in the primary voltage source. When we
used the configuration in Fig. 4.15a to create a current source, the polarity
switch was configured as in (a) above. We modified it to (b) in order to use it
as in Fig. 4.15b.

fact a pin on the Delrin stage that is connected to the body of the probe (and
hence to ground), but if the island were directly connected to this, it would
no longer be an isolated island. Instead, we will use the fact that the island
will couple to the ground plane of the pcb, which is a thin sheet of copper
sandwiched in the pcb. The sample can be protected from dissipation from
the copper by a superconducting sheet of lead, say, placed between the pcb
and the chip. For now, this is our plan for providing the island with a clean
reference to ground.
We have not yet tested the flux-bias line in the circuit, and we have two
main options for the voltage source to use here. One option is a hand-tuned
voltage source, which has a similar design as the two voltage sources discussed
above, but contains an ordinary potentiometer, which is not digitally programmable like the AD5235 chip. The other option is the Keithley 213 Quad
Voltage Source that was originally acquired to be used as the primary voltage source; this runs off the power supply. The manufacturer’s specifications
claimed that the Keithley 213 had a relatively small signal-to-noise ratio in the
regime in which we operate, but when we used it in testing the daq process, we
found that the voltage-source output was infested with 60-Hz noise. This led
us to eventually abandon the Keithley source for the digitally-programmable
source powered by batteries, but it is still possible that we could use it to pro72
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vide the flux-bias current: we will see below that this current is significantly
larger than the bias current through the main part of the circuit, and since the
60-Hz noise should be independent of the load, we expect the signal-to-noise
ratio to improve.
In order to be observe Shapiro steps, we need to be able to tune the current
to a value on the order of the critical current of the junctions, which is about
Ic =

2e
2e
EJ ∼
· (1k K) ∼ 4 × 10−8 A.
~
~

Our approximate current source provides a maximum current of 10 V/1 MΩ =
10−5 A, which is much higher than this. Hence we might need to use the fine
channel of the AD5235 in order to be able to tune the current with sensitivity
on the order of Ic . In the testing process described in section 4.6, we only
used the coarse channel, but a minor modification in the LabVIEW program
should allow us to use the fine channel instead. We might also try a larger
bias resistor, such as a 25 MΩ resistor.
At the end of section 4.3.2, we calculated that the inductance of the
d.c. squid loop was about
6 × 10−12 H = 3 × 103 Φ0 /A.
Hence a current on the order of about 4 × 10−4 A should allow us to apply
a quantum of flux through the d.c. squid loop. This current is much larger
than the bias current through the main part of the circuit, and it also raises
the issue of Joule heating in the dilution refrigerator. Since the bias current
is only on the order of 10−8 A, heating effects (which depend on the square
of the current) for the main part of the circuit may be safely neglected. In
fact, this allows us to use rc filters in the pcb board on which the sample
is mounted; these low-pass filters have R ∼ 103 Ω and C ∼ 104 pF, giving a
cutoff frequency of about 100 kHz. We cannot, however, do the same for the
flux bias line, since for R ∼ 103 Ω, the Joule heating is
I 2 R = (4 × 10−4 A)2 · 103 Ω ∼ 200 µW.
We also have Joule heating in the thermocoax cables, which have measured
resistance of about 250 Ω. For the two thermocoax cables carrying the flux-bias
current, the Joule heating is
(4 × 10−4 A)2 · (2 × 250 Ω) ∼ 100 µW.
The cooling power of the dilution regrigerator at 100 mK is about 400 µW, so
it is certainly impossible for us to include rc-filters for the flux-bias line. The
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Joule heating in the thermocoax cables may by itself be a cause of worry in
the future, since it is still comparable to the cooling power of the fridge.
Finally, we briefly mention the amplifiers that we plan to use. These are
standard low-noise instrumentation amplifiers, and they offer gain settings of
1, 10, 100, and 1000 respectively. They run off the power supply, but the
amplitude of amplifier noise was not an issue in the testing process of section
4.6, primarily because we usually used a gain of above unity, and the amplifier
noise does not scale with gain. We currently have four working amplifiers,
three of which will be used in the experiment as indicated in Fig. 4.13.

4.6

Data acquisition

From a simplistic standpoint, our experiment involves nothing more than measuring the I-V characteristics of a particular device, as a function of Vg and the
flux bias. For the purpose of measuring the current and potential difference
for the circuit, we use an HP3852A Data Acquisition/Control Unit equipped
with an HP44702A High-Speed Voltmeter. This voltmeter is specified to be
able to take 100,000 readings per second, and takes dc-voltage measurements
(maximum 10.24 V) with a precision of a little over 0.015%.1 The voltmeter
is connected via a dedicated ribbon cable to an HP44711A High-Speed FET
Multiplexer. A multiplexer (or “mux”) is basically a device that can select one
of several electrical input signals, and forward this to a single output signal.
The HP44711A multiplexer has 24 input channels, and the voltmeter can scan
these at a rate of 5,500 channels per second.
As indicated in Fig. 4.13 we use three multiplexer channels to measure
the gate voltage, the potential difference across the device, and the potential
difference across the bias resistor in the resistor box; using the latter, we can
calculate the current flowing through the circuit. Note that we use a fourwire measurement technique, using the lines labelled 1 through 4: that is, two
different pairs of leads are used to provide the current bias and to measure the
voltage. This technique allows us to circumvent the effect of the resistance of
the leads themselves, since the measurements leads (3 and 4) draw very little
current.
The daq unit is connected to a computer by gpib, and so the unit can
be programmed from within LabVIEW. We already noted in section 4.5 that
the voltage sources are digitally programmable, and this allows us to control
the entire measurement process from one LabVIEW program. In order to
1

How much over depends on the magnitude of the voltage being measured, since the
specifications give different precisions for voltage measurements in the following ranges: 0
to 40 mV, 40 to 320 mV, 320 mV to 2.56 V, and 2.56 V to 10.24 V.
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Figure 4.17: Photograph of the transistor measurement setup. The
pins of the pcb mounted on the Delrin stage were connected to the transistor
terminals.

test the measurement process, we used a field-effect transistor in place of the
scpt in Fig. 4.13 and attempted to measure its characteristic curves. This
meant that we did not use the flux-bias line, but we did use everything else in
the left half of Fig. 4.13. We began by directly connecting the measurement
apparatus to the transistor circuit without using the probe, but progressed to
taking measurements down the probe (see Fig. 4.17).
Fig 4.18 is a photograph showing all the electronic apparatus. Twinaxial cables connect the voltage sources and instrumentation amplifiers to the
breakout box, and the amplifier outputs to the daq unit. The head of the
probe is connected via the Oxford Instruments filter box to the back of the
breakout box. Fig. 4.19 shows the probe itself, with the Delrin stage exposed;
the daq unit can also be seen.
The basic principles of the measurement process are simple: we need to
set a value for the gate voltage, sweep the output of the primary voltage
source (effectively sweeping the current bias through the circuit) and take
measurements of the potential different across the circuit while sweeping the
current; we would also like to repeat this many times for different values of the
gate voltage, to vary ng in the scpt energy landscape. This process requires
that we simultaneously measure the current through the circuit and voltage
across it as we sweep the primary voltage source. Our daq unit is well-suited
to this task, since two channels of the multiplexer can be used to measure the
voltage across the circuit and that across the bias resistor (from which the
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Figure 4.18: Photograph of the electronics.

current can be calculated), and since the voltmeter scans these two every
2 channels
= 0.35 ms,
5500 channels/s
the measurement is simultaneous to within this fraction of a millisecond.
We primarily operate the voltmeter in so-called scanning mode. Here the
voltmeter makes “passes” through the multiplexer channels. During each pass,
it measures the voltage for the two channels that we connect across the circuit
and across the bias resistor. The time between these two measurements is
at most 0.35 ms, as calculated above. The time between consecutive passes
can be configured, and for our purposes is on the order of 100 ms: in theory,
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Figure 4.19: Photograph of the data-acquisition setup.

this number should be as small as possible—ultimately, we would obtain a
continuous I-V curve—but we are restricted by the size of the output buffer
of the daq unit, where measurements are stored before they are transferred
to the computer.
The voltmeter is operated from within our LabVIEW program, which also
send commands to sweep the output of the AD5235 in the primary voltage
source. If the LabVIEW program is told to take N characteristic curves, it
loops through a single set of procedures N times. The following algorithm
outlines the instructions programmed for the ith iteration of the loop:
1. Set the gate voltage to (i/N ) × 1 V.
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2. Communicate with daq unit to make a simple (i.e. not scanning-mode)
measurement of the gate voltage-source output.
3. Set the voltmeter in scanning mode, and trigger the voltmeter to start
taking measurements.
4. Sweep the primary voltage source linearly from 0 V through its entire
range of 10 V, and then back down to 0 V.
5. Once the voltmeter has finished scanning, read the output buffer of the
daq unit to acquire the voltage readings.
6. Pass the voltage readings, along with the input parameters, to a Scilab
script (discussed below).
7. Plot the current/voltage arrays output by the Scilab script, and display
the results of the linear regression.
8. End the program if i = N ; otherwise, start the (i + 1)th iteration.
The purpose of the Scilab script mentioned above is to perform some basic
data analysis; we also use it to record the measurements and input parameters
in a text file, and save the plot data to a .dat file which can be loaded into
Scilab at a later date for quick plotting.1
Fig. 4.20 is a screenshot of our LabVIEW program. Note that the gain
of the amplifiers and the resistance of the bias resistor are entered as input
parameters; Scilab uses these to calculate the current and potential difference
across the circuit from the data measured with the daq unit, and these numbers are plotted in the graph in the lower panel of the program. The graph
in the screenshot was actually taken for a transistor connected directly to the
breakout box (rather than down the probe). We see the familiar transistor
characteristic curves for three values of the gate voltage. Scilab also performs
linear regression on the data, and produces the slope and intercept of the leastsquares fit. This is useful not in the case of transistor curves, but when we
measure the normal-state resistance of a junction in a test sample (see section
4.4.3).
One issue that arises in measuring the I-V characteristics of a Josephsonjunction structure is that it may have hysteretic characteristics. This is the
reason why the primary voltage source is swept both from 0 V to 10 V and vice
versa. Another issue is that the junction may have different characteristics for
1

Scilab is an open-source numerical analysis package with syntax similar to Matlab. An
add-on called the Scilab–LabVIEW Gateway allows us to insert Scilab scripts in LabVIEW
programs, which can be processed by Scilab.
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Figure 4.20: Screenshot of the LabVIEW program. The input parameters are entered in the top panel of the program. The outputs—a graph, the
measured gate voltages, the slope and intercept from linear regression, and error
messages—are displayed in the lower panel.
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different polarities of the primary voltage sources. At present, when testing
junctions, we manually change the polarity using the switch described in section 4.5. An additional feature that could be implemented in the future is
an electronic switch controlled from LabVIEW. This would allow us to sweep
through the entire range of ±10 V.
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5
Conclusion
As is often the case in science, at the time of writing it is not precisely clear
when we will be able to fully set up our experiment and take measurements of
the I-V characteristics of the microwave-driven scpt. Here we will summarize
the progress made towards realizing the experiment in the last year, and briefly
mention some of the challenges we face and how these might be addressed in
the future.
We have noted more than once that the fabrication of reproducible Josephsonjunction structures is the most challenging part of the experiment. In the past
year, we have been fortunate in being able to use a new sem in a cleanroom
facility at the University of Massachusetts. In previous years, we were using
an sem that was over 25 years old, and faced severe problems obtaining consistent results in the lithography process. The new sem has its own quirks,
but so far the quality and consistency of beam writing has been superior to
what we had previously.
In addition, the Department of Physics at Amherst College was recently
awarded an nsf grant for the purchase of an electron-beam evaporator. This
instrument is modern and more flexible than the thermal evaporator we currently use, and should boost the quality of the aluminium thin films deposited
in the shadow evaporation process. The pumps in the thermal evaporator have
been troublesome in the past, preventing us from fabricating test samples for
weeks on end—the addition of the e-beam evaporator should therefore also
improve the efficiency of the fabrication process in the long term.
One other time-consuming stage in the fabrication process is afm imaging.
In the future, we might consider using the sem not just for lithography, but
also as an alternative to the afm. The sem beam scans samples much more
quickly than the afm, but it does require that the samples be coated before
imaging with a metal such as gold or copper.
In the past year, we have also refined the design of the sample circuit. The
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modelling procedure described in section 4.3.2 should help in fixing parameters such as the width of the island and the separation between the junction
electrodes. These are, of course, easily changed by altering the DesignCAD
mask file, but the limits on the strength of the resist mask in relation to these
parameters must be determined experimentally. The challenge here, as we
saw, is that it is often difficult to single out a parameter that is responsible
for a defect, since a single defect may be due to any combination of several
parameters. We hope that the explicit listing of the fabrication parameters in
section 4.4 will help in the design of testing procedures in the future.
The electronics and data-acquisition setup appears to be running smoothly
at this point. We began using the daq unit discussed in section 4.6 in the
summer of 2009, and we have found that it suits our purposes very well. The
most challenging aspect of this part of the experiment was dealing with noise.
The modification we made in the polarity switch of the primary voltage source
(see section 4.5) appears to have taken care of this, and we are now able to
measure currents on the order of nanoamps while maintaining an acceptable
signal-to-noise ratio.
There remain some other miscellaneous aspects that will need to be checked
when we are in sight of taking measurements—that is, when we are able to consistently produce good Josephson-junction structures. We need a microwave
source to provide the driving radiation; the line in the probe that carries this
signal was tested with a network analyzer, and is ready to be used. Finally, the
dilution refrigerator itself should be tested to make sure that we can achieve
the desired temperatures. After these are implemented, and once we have a
working sample circuit, the process of taking data should soon be underway.
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Appendix A
MATLAB Code for Simulations
The main program for our simulations is plotIVcurve. It contains all the
parameter values, and calls several other programs to plot hφ̇i versus i. The
first call is to energyPr, which finds the derivative of the first two energy
levels:
% SCPT Simulation (subroutine): energyPr.m
% Finds derivative of energy eigenvalues as a function of ng.
function [energy,energyPrime]=energyPr(ng)
% Energy eigenvalues
hPhi=0.001; % step−length for phi/2*pi
phi=(0:hPhi:2); % in units of 2*pi
energy=zeros(3,length(phi));
% first 2 bands plus interleaved (for LZ)
for j=1:length(phi),
egnvalues=sort(eig(hamilt(4,ng,2*pi*phi(j))));
energy(1:2,j)=egnvalues(1:2);
end
% Implicitly include LZ transitions in 3rd (eventually 4th) row
xing1=find(phi==0.5); xing2=find(phi==1.5); % anticrossings
for j=[1:xing1, xing2:length(phi)], energy(3,j)=energy(1,j); end;
for j=xing1:xing2, energy(3,j)=energy(2,j); end;
% Derivative of energy
energyPrime=zeros(size(energy));
for i=2:length(phi)−1,
energyPrime(:,i)=(energy(:,i+1)−energy(:,i−1))/(2*hPhi*2*pi);
end
energyPrime=[phi;energyPrime]; % include indep. vbl. in array
energy=[phi; energy];
end
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energyPr diagonalizes the Hamiltonian generated by another program,
hamilt.m:
% SCPT Simulation (subroutine): hamilt.m
% Generates Hamiltonian matrix of dimension (2N+1) squared,
% given ng and phi, using the fact that the matrix is banded.
function H=hamilt(N,ng,phi)
EC=1; EJ=1;
dim=round(2*N+1);
diagElts=zeros(1,dim);
for j=−N:N, diagElts(j+N+1)=(EC*jˆ2−2*ng*j+ngˆ2+2*EJ); end
subdiagElts=(−(1/2)*cos(phi/2))*ones(1,dim−1);
H=diag(diagElts)+diag(subdiagElts,1)+diag(subdiagElts,−1);
end

Once plotIVcurve has obtained the derivatives of the eigenenergies, it
proceeds to solving the differential equation by calling solveDiffEq. In the
text, we mentioned that for the special case PLZ = 1 and ng = 0.5, we could
just concatenate the two energy levels (see Fig. 3.4). The following version of
solveDiffEq does this:
% SCPT Simulation (subroutine): solveDiffEq.m
% Solves dynamical equation for a given value of I, returns mean
% returns mean value of phi−prime, which is proportional to V.
function [V,uFin]=(I,uInit,stateInit,energyPrime,A,w,Q,LZ)
tau=2*pi/w; dp=10ˆ1; % ¬1 decimal place in t
m=10;n=24; % average from m*tau to n*tau in Method 1 (below)
tEnd=(round((n+2)*tau*dp))/dp;
h=(1/dp); t=0:h:tEnd; u=zeros(2,length(t));
% Solve using RK4
u(:,1)=uInit; % initial conditions
u0=u(:,1);
for j=2:length(t),
k1=diffEq(t(j−1),u0,I,LZ,energyPrime,A,w,Q);
k2=diffEq(t(j−1)+h/2,u0+k1*h/2,I,LZ,energyPrime,A,w,Q);
k3=diffEq(t(j−1)+h/2,u0+k2*h/2,I,LZ,energyPrime,A,w,Q);
k4=diffEq(t(j−1)+h,u0+k3*h,I,LZ,energyPrime,A,w,Q);
u1=u0+(k1+2*k2+2*k3+k4)*h/6;
u(:,j)=u1; u0=u1;
end
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uFin=u1;
% Calculate mean value of phi−prime
V=[0,0]'; % values from the two methods below
% Method 1
t0=(round(m*tau*dp))/dp; t1=(round((n)*tau*dp))/dp;
t=(round(t*dp))/dp;
Phi=u(1,:);
V(1)=(1/((n−m)*tau))*(Phi(t==t1)−Phi(t==t0));
%=========
% Method 2
[tmp,j0]=min(abs(t−tEnd/3)); % start a third of the way in
phiPrime=u(2,:); M=mean(phiPrime(j0:end));
j=j0;
while ¬((phiPrime(j−1)<M) && (phiPrime(j+1)≥M)); j=j+1; end;
j1=j; [tmp,k]=min(abs(phiPrime(j+(−2:2))−M)); j1=j1−3+k;
j=length(phiPrime)−2;
while ¬((phiPrime(j−1)<M) && (phiPrime(j+1)≥M)); j=j−1; end;
j2=j; [tmp,k]=min(abs(phiPrime(j2+(−2:2))−M)); j2=j2−3+k;
V(2)=(u(1,j2)−u(1,j1))/(t(j2)−t(j1));
%==================================
end

The other version of solveDiffEq attempts to include Landau-Zener transitions as described in section 3.3.
% SCPT Simulation (subroutine): solveDiffEq.m
% Solves dynamical equation for a given value of I,
% returns mean value of phi−prime, which is proportional to V.
function [V,uFin,stateFin,trans]=...
solveDiffEq(I,uInit,stateInit,energyPrime,A,w,Q,LZ)
tau=2*pi/w; dp=10ˆ1; % ¬1 decimal place in t
m=10;n=24; % average from m*tau to n*tau
tEnd=(round((n+2)*tau*dp))/dp;
h=(1/dp); t=0:h:tEnd; u=zeros(2,length(t));
% Solve using RK4
u(:,1)=uInit; state=stateInit; trans=0;% initial conditions
u0=u(:,1);
for j=2:length(t),
k1=diffEq(t(j−1),u0,I,state,energyPrime,A,w,Q);
k2=diffEq(t(j−1)+h/2,u0+k1*h/2,I,state,energyPrime,A,w,Q);
k3=diffEq(t(j−1)+h/2,u0+k2*h/2,I,state,energyPrime,A,w,Q);
k4=diffEq(t(j−1)+h,u0+k3*h,I,state,energyPrime,A,w,Q);

87

u1=u0+(k1+2*k2+2*k3+k4)*h/6;
if LZ==1, % with LZ transitions
xing0=mod(u0(1),1)−0.5; xing1=mod(u1(1),1)−0.5;
if (sign(xing1)>sign(xing0))&&(sign(xing0)6=0),
if rand≥0, % randomness
state=mod(state+1,2);
end
trans=trans+1;% transition
end
end
u(:,j)=u1; u0=u1;
end
uFin=u1; stateFin=state;
% Calculate mean value of phi−prime
V=[0,0]'; % values from the two methods below
% METHOD 1
t0=(round(m*tau*dp))/dp; t1=(round((n)*tau*dp))/dp;
t=(round(t*dp))/dp;
Phi=u(1,:);
V(1)=(1/((n−m)*tau))*(Phi(t==t1)−Phi(t==t0));
%=========
% METHOD 2
[tmp,j0]=min(abs(t−tEnd/3)); % start a third of the way in
phiPrime=u(2,:); M=mean(phiPrime(j0:end));
j=j0;
while ¬((phiPrime(j−1)<M) && (phiPrime(j+1)≥M)); j=j+1; end;
j1=j; [tmp,k]=min(abs(phiPrime(j+(−2:2))−M)); j1=j1−3+k;
j=length(phiPrime)−2;
while ¬((phiPrime(j−1)<M) && (phiPrime(j+1)≥M)); j=j−1; end;
j2=j; [tmp,k]=min(abs(phiPrime(j2+(−2:2))−M)); j2=j2−3+k;
V(2)=(u(1,j2)−u(1,j1))/(t(j2)−t(j1));
%==================================
end

Both versions of solveDiffEq use the implementation of the differential
equation given in diffEq:
% SCPT Simulation (subroutine): diffEq.m
% Implementation of diff. eq. for use in 'solveDiffEq.m'.
function uDot=diffEq(t,u,I,state,energyPrime,A,w,Q)
% Calculate energy term, f:
phi=mod(u(1),1);
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hPhi=energyPrime(1,2)−energyPrime(1,1);
n=floor(phi/hPhi)+1;
a=energyPrime(1,n); b=energyPrime(1,n+1); % linear interpolation
fa=energyPrime(state+2,n); fb=energyPrime(state+2,n+1);
f=((phi−a)*fa+(b−phi)*fb)/hPhi;
% Overall,
uDot=[u(2);...
(I−f−A*sin(w*t))/(2*pi)−u(2)/Q];
end

Finally, the following is the code for the main program, plotIVcurve, that
organizes these together.
% SCPT Simulation (main program): plotIVcurve.m
% Plots I−V curve for given parameter values
tic
% Parameters
ng=0.5; A=1; w=0.2; Q=1;
LZ=1; % 1=include Landau−Zener transitions
% User feedback
disp(['Parameter list: (n g,A,w,Q) = (',num2str(ng),',',...
num2str(A),',',num2str(w),',',num2str(Q),').']);
if LZ==1, disp('Including LZ transitions.');
else disp('No LZ transitions.'); end
disp('Calculating eigenenergies...');
% Find eigenenergies and their derivative
[energy, energyPrime]=energyPr(ng);
% Plot I−V curve
iList=0:0.01:1.5; vList=zeros(2,length(iList));
transList=zeros(size(iList));
uInit=[0;0]; stateInit=0;
disp('Plotting points...');
for k=1:length(iList),
[vList(:,k),uInit,stateInit,transList(k)]=...
solveDiffEq(iList(k),uInit,stateInit,energyPrime,A,w,Q,LZ);
k0=round(length(iList)/10); % more user feedback
if mod(k,k0)==0,
disp([' Completed ',num2str(k),' of ',...
num2str(length(iList))]);
end
end
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disp(' Done.');
plot(iList,vList(1,:)*(2*pi/w),'r*',...
iList,vList(2,:)*(2*pi/w),'gx');
grid minor; xlabel('i'); ylabel('v / \Delta v');
%figure; plot(iList,transList, '.'); %disp(mean(transList));
toc
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Appendix B
FastCap and FastHenry
This appendix contains some of the technical details regarding modelling using
FastCap and FastHenry, which is discussed in section 4.3.2. We will first
discuss the Matlab programs we used to create geometries for use in FastCap;
we were eventually able to call FastCap from within Matlab, and thus run
FastCap for a set of geometries in which just one parameter was varied. We will
then briefly describe the code we used to model our inductive loops (Fig. 4.7)
in FastHenry.

B.1

FastCap

Recall from section 4.3.2 that we began by using the program cubegen that
came with FastCap to generate box structures for our circuit, but found that
it was not able to handle different discretizations along different edges. We
approached the problem by first writing a program, genPlane, that could
generate a plane with different numbers of panels adjoining two perpendicular
edges. The goal, of course, was to generate box structures by calling on this
program to create the faces of the box. Hence we needed to embed the plane
in 3-space.
The Matlab code for genPlane is included below. The input parameters
dims, orig, discr are vectors with two components specifying the two dimensions, the origin and the discretization respectively. The parameter plane
specifics the coordinate plane parallel to the generated plane, and const specifies the offset along the axis perpendicular to plane.
% genPlane.m
% Subroutine that generates a plane parallel to one
% of the coordinate axes, and embeds it in 3−space.
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% Returns panel coords of discretized plane for use in FastCap.
% Vikyath Rao, 28 Jan. 2010
function panelCoords=genPlane(dims,orig,discr,plane,const)
% Denote plane coordinates as (a,b)
aList=zeros(1,discr(1)+1); bList=zeros(1,discr(2)+1);
% Assume first that origin=(0,0)
aList(end)=dims(1); bList(end)=dims(2);
eLength=0.1*dims./discr;
aList(2)=eLength(1); bList(2)=eLength(2);
step=(dims−2*eLength)./(discr−2);
for i=3:(length(aList)−1),
aList(i)=aList(i−1)+step(1);
end
for i=3:(length(bList)−1),
bList(i)=bList(i−1)+step(2);
end
% Move it to the origin
aList=aList+orig(1); bList=bList+orig(2);
% Store panel coordinates
panelCoords=zeros(length(aList)−1,length(bList)−1,4*3);
r0=zeros(1,3); r0(plane)=const; % planes: x=1, y=2, z=3.
r1=r0; r2=r0;r3=r0;
a=mod(plane,3)+1; b=mod(plane+1,3)+1; % working coords.
for j=1:(length(bList)−1),
for i=1:(length(aList)−1),
r0(a)=aList(i); r0(b)=bList(j);
r1(a)=aList(i+1); r1(b)=bList(j);
r2(a)=aList(i+1); r2(b)=bList(j+1);
r3(a)=aList(i); r3(b)=bList(j+1);
panelCoords(i,j,:)=[r0,r1,r2,r3];
end
end
end

The program genCube below calls on genPlane to create a box structure. It
saves the coordinates to a file specified by the input string parameter fileName;
the parameter na, also a string, provides a name for the resulting geometry
file (.qui) for reference in a list file (.lst) in which other structures may be
included.
% genCube.m
% Generates discretized cube for use in FastCap.
% Files are saved in ./results/
% Vikyath Rao, 28 Jan. 2010
function temp=genCube(dims,orig,discr,na,fileName)
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% Defaults
orig=orig.*ones(1,3);
discr=discr.*ones(1,3);
% Extract dimensions, origin, discretization
xh=dims(1);yh=dims(2);zh=dims(3);
xo=orig(1);yo=orig(2);zo=orig(3);
xd=discr(1);yd=discr(2);zd=discr(3);
% Generate panels for the different faces
side=cell(6);
side{1}=genPlane([zh,xh],[zo,xo],[zd,xd],2,yo); %left
side{2}=genPlane([zh,xh],[zo,xo],[zd,xd],2,(yo+yh)); %right
side{3}=genPlane([xh,yh],[xo,yo],[xd,yd],3,zo); %bottom
side{4}=genPlane([xh,yh],[xo,yo],[xd,yd],3,(zo+zh)); %top
side{5}=genPlane([yh,zh],[yo,zo],[yd,zd],1,xo); %back
side{6}=genPlane([yh,zh],[yo,zo],[yd,zd],1,(xo+xh)); %front
% Format and print to file
fileOut=fopen(['results/', fileName, '.qui'],'w');
fprintf(fileOut,['0 Cube of dimensions ',num2str(dims),'\n']);
for k=1:length(side),
panels=side{k};
ind=size(panels);
for j=1:ind(2),
for i=1:ind(1),
fprintf(fileOut, ['Q 1 ',...
num2str(panels(i,j,:),'%11.4e'),'\n']);
end
end
clear panels;
end
fprintf(fileOut,['N 1 ', na]);
fclose(fileOut);
end

We used genCube to produce the island and gate structures, and in the
beginning modelled the junction electrodes too as boxes. However, it was
straightforward to use genPlane to create a more complex junction structure
such as the one shown in Fig. B.1. The program that does this is called
genJunc; from the code below it may appear somewhat unwieldy, but it is
based on the simple principle of putting together various planes to create the
tail, middle and upper structures indicated in Fig. B.1, all of which are boxes
with some panels removed to connect them together. The input parameters
wid, sep and tail specify the width, island–junction separation and tail length
respectively.
% genJunc.m
% Generates discretized junction geometry for use in FastCap.
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tail

middle
upper

tail=200e-9

yUpp=200e-9
wid=100e-9

Figure B.1: A junction structure for FastCap. This was generated by
calling genJunc(100e-9, 0.21e-9, 200e-9, 0, 5, ’smJunc’, ’smJunc’).

% Files are saved in ./results/
% Vikyath Rao, 30 Jan. 2010
function temp=genJunc(wid,sep,tail,orig,discr,na,fileName)
%−−− Defaults
orig=orig.*ones(1,3); xo=orig(1);yo=orig(2);zo=orig(3);
zDist=15e−9; yUpp=200e−9;
sides=cell(1,5+6+5);
step=wid/discr;
%−−− Generate panels for tail
xTail=wid; yTail=(tail−zDist−sep); zTail=zDist;
nTail=round([xTail/step,yTail/step,3]);
sides{1}=genPlane([zTail,xTail],[zo,xo],...
[nTail(3),nTail(1)],2,yo); %left
% no right face
sides{2}=genPlane([xTail,yTail],[xo,yo],...
[nTail(1),nTail(2)],3,zo); %bottom
sides{3}=genPlane([xTail,yTail],[xo,yo],...
[nTail(1),nTail(2)],3,zo+zTail); %top
sides{4}=genPlane([yTail,zTail],[yo,zo],...
[nTail(2),nTail(3)],1,xo); %back
sides{5}=genPlane([yTail,zTail],[yo,zo],...
[nTail(2),nTail(3)],1,xo+xTail); %front
%−−− Generate panels for middle
xMid=wid; yMid=zDist; zMid=(2*zDist+sep);
nMid=round([xMid/step,4,6]);
sides{6}=genPlane([zMid−zDist,xMid],[zo+zDist,xo],...
[nMid(3),nMid(1)],2,yo+yTail); %left(part)
sides{7}=genPlane([zMid−zDist,xMid],[zo,xo],...
[nMid(3),nMid(1)],2,yo+yTail+yMid); %right(part)
sides{8}=genPlane([xMid,yMid],[xo,yo+yTail],...
[nMid(1),nMid(2)],3,zo); %bottom
sides{9}=genPlane([xMid,yMid],[xo,yo+yTail],...
[nMid(1),nMid(2)],3,zo+zMid); %top
sides{10}=genPlane([yMid,zMid],[yo+yTail,zo],...
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[nMid(2),nMid(3)],1,xo); %back
sides{11}=genPlane([yMid,zMid],[yo+yTail,zo],...
[nMid(2),nMid(3)],1,xo+xMid); %front
%−−− Generate panels for upper
xou=xo; you=yo+yTail+yMid; zou=zo+zDist+sep;
xUpp=wid; zUpp=zDist;
nUpp=round([xUpp/step,yUpp/step,3]);
% no left face
sides{12}=genPlane([zUpp,xUpp],[zou,xou],...
[nUpp(3),nUpp(1)],2,you+yUpp); %right
sides{13}=genPlane([xUpp,yUpp],[xou,you],...
[nUpp(1),nUpp(2)],3,zou); %bottom
sides{14}=genPlane([xUpp,yUpp],[xou,you],...
[nUpp(1),nUpp(2)],3,zou+zUpp); %top
sides{15}=genPlane([yUpp,zUpp],[you,zou],...
[nUpp(2),nUpp(3)],1,xou); %back
sides{16}=genPlane([yUpp,zUpp],[you,zou],...
[nUpp(2),nUpp(3)],1,xou+xUpp); %front
%−−− Format and print to file
fileOut=fopen(['results/', fileName, '.qui'],'w');
fprintf(fileOut,['0 Junction of width ',num2str(wid),...
', separation ', num2str(sep),'\n']);
for k=1:length(sides),
panels=sides{k};
ind=size(panels);
for j=1:ind(2),
for i=1:ind(1),
fprintf(fileOut, ['Q 1 ',...
num2str(panels(i,j,:),'%11.4e'),'\n']);
end
end
clear panels;
end
fprintf(fileOut,['N 1 ', na]);
fclose(fileOut);
end

At this point, we are ready to assemble together the five structures that
make up the scpt model (see Fig. 4.5). The program genScptGateFiles calls
genCube and genJunc to generate .qui geometry files corresponding to the
structures, and then assembles them together by creating a .lst list file. In the
version of the program below, the input parameter is the width of the island
xIsl, but the program is easily modified to accept different input parameters.
% genScptGateFiles.m
% Generates list and geometry files for a model SCPT with a gate.
% Files are saved in ./results/scptGate/
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% Vikyath Rao, 5 Feb. 2010
function temp=genScptGateFiles(xIsl)
nIsl=50; wid=200e−9; juncHoriz=(xIsl−2*wid)/6;
sep=0.21e−9; tail=200e−9;
sepGate=10e−9;
% Names
name0=['island(',num2str(xIsl),')'];
name1=['junc1(',num2str(xIsl),')'];
name2=['junc2(',num2str(xIsl),')'];
name3=['junc3(',num2str(xIsl),')'];
name4=['gate(',num2str(xIsl),')'];
name5=['scptGate(',num2str(xIsl),')'];
% Island
yIsl=0.3e−6; zDist=15e−9;
genCube([xIsl,yIsl,zDist],0,[nIsl,nIsl/2,3],...
name0,['scptGate/',name0]);
step=1e−6/nIsl;
% Gate
genCube([xIsl,yIsl,zDist],0,[nIsl,nIsl/2,3],...
name4,['scptGate/',name4]);
yGate=yIsl+sepGate;
% Big junction
nBig=round(wid/step);
genJunc(wid,sep,tail,0,nBig,name1,['scptGate/',name1]);
xBig=(xIsl−wid)/2;
% Small junctions
nSmall=round((wid/2)/step);
genJunc(wid/2,sep,tail,0,nSmall,name2,['scptGate/',name2]);
genJunc(wid/2,sep,tail,0,nSmall,name3,['scptGate/',name3]);
xSm1=juncHoriz; xSm2=xIsl−juncHoriz−(wid/2);
% List file
line0=['* Block junction, width ', num2str(wid)];
line1=['G block(',num2str(wid),')'];
line2=['C ',name0,'.qui 1 0 0 0 −'];
line3=['C ',name1,'.qui 1 ', num2str(xBig,'%11.4e'),' ',...
num2str(−1*tail,'%11.4e'),' ', '0 −'];
line4=['C ',name2,'.qui 1 ', num2str(xSm1,'%11.4e'),' ',...
num2str(−1*tail,'%11.4e'),' ', '0 −'];
line5=['C ',name3,'.qui 1 ', num2str(xSm2,'%11.4e'),' ',...
num2str(−1*tail,'%11.4e'),' ', '0 −'];
line6=['C ',name4,'.qui 1 ', '0 ',...
num2str(yGate,'%11.4e'),' ', '0 −'];
listFile=fopen(['results/scptGate/',name5,'.lst'],'w');
fprintf(listFile,[line0,'\n',line1,'\n',line2,'\n',...
line3,'\n',line4,'\n',line5,'\n',line6]);
fclose(listFile);
end
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B.2 FastHenry
Finally, we wrote a program to run FastCap from within Matlab: the
program runScptGate loops through several values of xIsl. In each iteration,
it calls genScptGateFiles to generate the geometry and list files for that value
of the input parameter, runs FastCap for the list file, saves the results to a text
file, and finally cleans up by removing the geometry and list files generated
earlier. Note that all our programs ran on the Amherst College Computing
Cluster, which uses the Unix-like operating system CentOS.1
% runScptGate.m
% Runs FastCap for SCPT model, varying width of the island.
% Results are written to text files in ./results/
% Vikyath Rao, 5 Feb. 2010
for xIsl=(600:50:1000)*(1e−9),
name=['scptGate(',num2str(xIsl),')'];
diary(['results/scptGate/',name,'.txt']);
genScptGateFiles(xIsl); % generates FastCap input files
unix(['cd results/scptGate; ./fastcap −l"',name,'.lst"'],...
'−echo'); diary off;
unix(['cd results/scptGate;rm *"(',...
num2str(xIsl),').qui" *"(',num2str(xIsl),').lst"']);
% removes input files
end

B.2

FastHenry

Creating the loop geometry in FastHenry was a much more straightforward
task than modelling in FastCap. We have included the FastHenry input file
below. We first specify the “nodes” of each independent conductor, and then
define segments joining two nodes. The lines beginning with .external define
the two terminal ports of each loop. The width and height of the conductor (which is cylindrical with rectangular cross-section) are specified in the
.default line at the top of the file. We also need to define a frequency range
of interest, and this is done in the .freq line; we approximate dc current by
a frequency of 10−5 Hz.
**Flux bias loop in circuit design**
1

The original version of FastCap downloaded from <http://www.rle.mit.edu/cpg/
research_codes.htm> would not run on CentOS because the C code from 1992 was outdated in places. We would like to thank Mr. Steffen Plotner of the Systems and Networking
Group in the IT Department for identifying this issue, and modifying the C code to update
it to present-day standards.
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B.2 FastHenry
.units um
.default z=0 sigma=1.0e5 w=1 h=0.05 nwinc=1
* Nodes of inner loop
Ni1 x=0 y=0
Ni2 x=0 y=−26
Ni3 x=−26 y=−26
Ni4 x=−26 y=0
Ni5 x=−25 y=0
* Segments of inner loop
Ei1 Ni1 Ni2
Ei2 Ni2 Ni3
Ei3 Ni3 Ni4
Ei4 Ni5 Ni1
.external Ni1 Ni5 inner loop
* Nodes of outer loop
No1 x=41.5 y=0
No2 x=2 y=0
No3 x=2 y=−28
No4 x=−28 y=−28
No5 x=−28 y=0
No6 x=−68 y=0
* Segments of outer loop
Eo1 No1 No2
Eo2 No2 No3
Eo3 No3 No4
Eo4 No4 No5
Eo5 No5 No6
.external No1 No5 outer loop
.freq fmin=1e−5 fmax=1 ndec=1
.end
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Appendix C
Miscellanea
C.1

Wire-bonding parameters

We use the K&S Model 4526 Manual Wire Bonder with aluminium wire to
create bonds from the sample circuit fabricated on the silicon substrate to
the pads of the pcb board on which the substrate is glued. Our bonding
parameters were rather different from those recommended in the instrument
manual, so we record them in Table. C.1 for future reference. It is possible
that the controls in the wire-bonder are simply miscalibrated, but given that
the parameters we currently use work reasonably well, we have not attempted
to pursue this further.
Parameter
Recommended
1st bond power
1–2
1st bond time
4
1st bond force
1–2
2nd bond power
1.5–2.5
2nd bond time
5
2nd bond force
1–2
Tail
5
Tear
5
Step back
2–3
Reverse
3
Kink height
2
Loop
-

Our setting
8.0
7.0
2.0
6.6
5.0
2.0
4.0
4.8
0
2.0
4.0
4.0

Table C.1: Wire bonding parameters: the parameters we used varied somewhat from those recommended in the manual
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C.2 Voltage source schematic

C.2

Voltage source schematic

The voltage sources in our experiment were designed by Dylan Bianchi and
Rachel Ruskin in the summer of 2007, and first implemented by Max Urmey in
2008–09. The schematic for the voltage sources is shown in Fig. C.1. The two
sources that we use in our experiment are identical except for the modification
we made with in the polarity switch of the primary voltage source (see section
4.5).
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C.2 Voltage source schematic

Figure C.1: Voltage source schematic.
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